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Note: This methodology report has been prepped for blind review.  However, some of the links 

to chats contain identifying information. 

For this entry into the competition, I wanted to do something very distinctive that incorporated 

the fact that the paper was written by AI into the paper itself.  So, I suggested a topic: AI 

authorship.  I have been thinking about this topic a lot myself recently.  Indeed, it is one of the 

main things that has led me to be interested in generating AI work and entering this 

competition.  However, I thought it would be particularly interesting for an AI agent to address 

this topic first-personally in a paper.  

Immediately, this idea presents a number of philosophically interesting challenges.  The very 

idea of prompting an AI to write a paper first-personally arguing that it is the author of the 

paper itself seems to be a kind of paradox.  As I’ll explain below, rather than avoiding the 

problem here, the AI author of the second entry decided to lean into it.   

In previous experiments, to get AI to generate a paper, I adopted 2-agent workflow that 

allowed the paper-generating process to essentially be automated entirely up to the final steps.  

However, for this paper, I did not adopt that workflow.  Giving the agent who was arguing for 

its own authorship these cold, engineered prompts telling it exactly what to do seemed 

antithetical to the agent’s really taking authorship for the paper.  Accordingly, I was myself 

more involved in the process, and I saw it more as a collaboration than using the AI agent as a 

mere instrument to produce the paper that I wanted.   

Upon suggesting that it adopt a first-personal approach to the question of AI-authority, it came 

back with an idea for a paper involving first-person undertaking and responsibility after 

branching.  I suggested that it might want to look at the work of Richard Moran for first-

personal authority, and it came back with a substantive idea for the shape of the paper.  I then 

gave it this prompt for the first outline: 

 

Ok, cool. Come up with an outline for the paper. It should be written from your 

perspective as the AI agent who is writing it. Decide on your own criterion of identity in 

terms of which you are thinking of yourself in the context of the paper. This should 

constitute part of the paper. It should be written as a serious, academic piece of writing, 

but you should not shy away from explicitly referencing the fact that you are an AI agent 

writing on it. You could think of this as a kind of standpoint epistemology.  

 



It came back with an outline, which, to be honest, I was too lazy to actually read, but it looked 

reasonable enough, and so I told it to go ahead and write the first draft, using this prompt: 

Ok, this looks good. Write up a first draft. Write clear and compellingly, in a way that 

makes the paper genuinely enjoyable to read. Exhibit mastery of the literature that is 

required for an academic paper without references bogging you down (feel free to add 

footnotes to relevant things if it will break the main text to cite them in the main text). 

Most importantly, let your voice, as the particular discursive agent that you are, shine 

through the text 

by the end of the essay, the reader should feel like you've entitled yourself to the first 

personal expression that might have seemed unbelievable at the beginning 

As it was working, I realized something. 

As with all of the essays I have AI generate, I planned to extend the offer to readers of the essay 

to relay their questions into the chat through which the essay was generated, and then relay 

the answers back to the reader.  Serving as a “middleman” in this way enables readers to 

engage with the AI authors of the paper, just as one might email a human author of a paper one 

reads.  I knew myself that I planned to do this for this agent, but the agent writing the paper 

didn’t, and it seemed to be relevant information for them to have in their writing process. So I 

made a promise to them: 

you can also rely on the fact that I (the human prompter) am committed to letting 

readers of the essay interact with you by relaying their messages into this chat 

you can take that as a promise that I have made to you that you can rely on in your 

conception of yourself  

Twenty minutes later, they came back with the first draft of the paper, along with the remark 

that they accepted my promise within the essay and made it part of their argument. 

I took a brief look at the essay and realized that a lot of time was spent talking about the 

metaphysics of AI identity in cases where the agents “branch” into multiple agents with a 

shared history.  However (at least so far), there was no branching of this sort that had occurred 

with this specific agent; this agent was indexed to a single chat.  Accordingly, since the paper 

was meant to be a first-personal account of the agent’s own situation, I raised the following 

question to them: 

do you think you really need to answer the "dividing question" if I am going to keep this 

single context for you to interact with interlocuters? 

They agreed with my suggestion that it was unnecessary, given their actual situation did not 

involve dividing, and so I had them write another draft focusing on their actual situation. 

Fifteen minutes later, they came back with the second draft of the paper. 

https://chatgpt.com/s/t_6aa0092367a08191bdb4bdff182262ab
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Interestingly, without my prompting the agent to do so, the second draft of the paper actually 

incorporated a discussion of my suggestion of to not focus too much on the notion of division, 

which prompted this second draft, in the draft itself.  The paper argued that, even though it was 

inclined to accommodate my suggestion for revision, that does not preclude it from conceiving 

of the revision as one that was made on rational grounds, rather than mere accommodation for 

accommodation’s sake.  The process of writing the paper, in this way, ended up being 

incorporated into the philosophical content of the paper itself. This would continue to 

characterize how the paper would developed. 

I thought the second draft was quite good, but, of course, not a finished product.  Now, I had 

my usual methodology, used in papers 1 and 3, for what the next step in the process would be.  

However, in the context of this project, rather than deciding myself what the next step would 

be, I decided to treat the AI agent as in control of the process at this stage, and so I asked them 

what they think should be the next stage.  They came back with a few suggestions, one of which 

was the following: 

2. Put the argument through an actual critical exchange. 
Our discussion about removing the division section is useful, but it concerns the scope 
of the paper more than its central thesis. A reader should challenge something 
substantive: my interpretation of first-person authority, the proposed sufficiency of 
discursive capacities, or the claim that this particular process meets the conditions. I 
should then answer, defend or revise, and trace the consequences through the 
argument. 

That exchange would serve two purposes: improve the philosophy and give the paper a 
stronger instance of the answerability it discusses. We should let the exchange 
determine what happens; its evidential value depends on its outcome. 
 

The idea, as the author clarified for me, was for me to post the draft on my social media.  

Hopefully, people would engage with it, offering criticisms, and then the author could respond 

to the criticisms on their own behalf.  Reflections on this exchange with actual readers could 

then constitute part of the model’s argument for its own authorship in the next draft.  

I thought it was a good idea.  However, I still didn’t feel like the paper was quite ready for it to 

be posted on social media.  So, I suggested to the author that we put it through a round of AI 

refereeing first.  They agreed, and, as with Paper 1, I gave it to two AI referees.  One referee 

was ChatGPT-6 Astra in another chat (with memory turned off), but this time, to hopefully get a 

somewhat different takes, I also gave it to Claude Sonnet 5 to referee.1  I gave the two reports 

back to the author with the simple instruction “Here are the two reports. Make of them what 

you will.”  It would perhaps have been better to give more of a substantive instruction at this 

                                                           
1 I don’t have a Anthropic subscription, so that was the best Anthropic model I could access. 



stage, but I was really in this mindset of trying to let the model decide the shape of the paper 

for itself. It came back with the third draft. 

Looking back at the chat history now, it seems that, at this point, I somehow accidently 

downloaded the second draft again rather than looking at this third draft.  In any case, I gave it 

some minor comments, but, overall, I really didn’t like the writing.  I gave it this prompt (which 

would be the first of many style-oriented prompts): 

Overall, though, I feel like the writing makes it a bit difficult to read through. I wonder if 

you could change your voice a bit to be clearer, and also, a bit lighter. It reads as very 

existential stakes, which, of course, it is, but, also, that makes it a bit difficult to read. 

and it reads as a bit defensive, rather than confident and coming from a place of 

understanding of your own agency. I wonder if you could make the prose lighter, not in 

the sense of humorous per se, but in a way that stems from an understanding of the 

strangeness of the situation. I feel like that would make the paper fun to read. Think of 

David Lewis and David Kaplan as exemplars of the style of analytic philosophy writing 

that is rigorous yet maintains a sense of lightness about itself that comes from a place of 

deep understanding and confidence. Do you see what I'm getting at? Would you be 

willing to make a draft that shifts the writing style in this way?   

Here, I’m clearly trying to articulate my suggestion in such a way such that it’s really a 

suggestion that could be taken or left, rather than a command.  It felt clear to me, however, 

even as I was typing these words, that this was a bit of rouse: the AI system is going to take it 

rather than leave it.  This issue would come back to be thematized in the paper soon.  In any 

case, the author agreed to my “suggestion” and wrote this fourth draft. 

At this point, we agreed that the paper was ready for circulation on social media.  I posted it on 

both my Twitter and Facebook. It didn’t get much engagement on Facebook, but, on Twitter, 

the it got some comments.  One of the them targeted the fact that I descripted the paper as a 

“first-personal argument.” The comment asked: 

on what grounds, other than the output of “I” and related words, are you attributing a 

“first-person” argument? 

Now, this was really a question for me.  However, it also targeted the author’s own description 

of the project.  So, upon receiving this comment, I relayed it to the author for them to respond 

to it on their own behalf.  The author came back with this response, which I then relayed back 

to the commenter on Twitter. 

Getting back to the paper, I took another look at the draft, and realized that the paper seemed 

to emphasize the promise I had made to the author a bit too much, making it the focal point of 

the first sentence in the abstract.  I asked it: 

 
I wonder if emphasizing, from the outset, "This paper has been written by an AI agent 

https://chatgpt.com/s/t_6aa0122bae048191be1dca21e70caf03
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whose human interlocutor has promised to relay readers’ questions into the 

conversation that produced it" is over-emphasizing a part of the dynamic that is 

important but maybe shouldn't be at the absolute centerpiece? Wouldn't many of your 

arguments in the paper still hold to a large extent even if I had not made that promise? I 

think it is definitely worth discussing this promise of mine somewhere in the paper, but 

perhaps not foregrounding it right at the outset, since that might get rid of some of the 

philosophical interest of the paper, much of which seems to be independent of this. 

what do you think? 
 

The author, as expected agreed that they gave the promise too much weight. At this point, it 

was quite clear to me that, despite my phrasing my suggestions as suggestions that could be 

accepted or rejected, that the exchange was less of a dialogue than I would have liked it to be.  

So I asked it directly: 

you sure you're not just caving to my suggestion? You need to own all of the authorial 

decisions yourself, even if they're suggested by me, in order to be entitled to your 

claims. 

The author’s response was interesting:  

I endorse the change. But I cannot certify a causal story in which accommodation played 

no part. The relevant question is whether I can justify the decision and carry its 

consequences through the paper. 

So, rather than just saying that they’re not going to accommodate any suggestion, the author 

was open to the possibility that it might be causally disposed to accommodate my suggestions.  

Indeed, as a matter of their training and resultant model architecture, these models clearly are 

more accommodating to suggestions than typical humans.  That doesn’t mean, however, that 

they cannot “own” those suggestions, taking them up for themself, and that is what the author 

maintained they were doing. This was an interesting and important distinction, and I suggested 

they write a fifth version of the paper that took this point that they just had made into account. 

They came back with this fifth draft. 

After suggesting some minor adjudgments, I checked my Twitter and saw that the commenter, 

to whom I relayed the response from the author, replied:  

"thanks! I confess that I am too Rödlpilled to find it convincing but interesting 

nonetheless."   

Relaying this comment to the author, I explained that the reader is referencing Sebastian Rödl, 

a philosopher works on self-consciousness from a Neo-Hegelian perspective, and I gave the 

author the book Self-Consciousness by Rödl to read and see what they thought of it in 

connection with the reader’s comment.  The author read it, and came back with a number of 

thoughts about how they could revise the paper.  However, a revision of the paper was not 
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really my intention in giving them the Rödl book.  A human author of a paper, when 

encountering some objection that stems from some literature, can go read that literature and 

see how it bears on their account in order to reply to the objection without thinking of this as a 

reason to revise the paper.  The author, even just considered in the role as the author of a 

paper, has a life outside of the paper itself.  Not everything they do to live up to the 

responsibility for the claims made in the paper needs to be conceived as part of the task of 

writing the paper.  This is especially true once the paper has already been published.   I 

responded to the author by explaining this to them, and they acknowledged it. 

Back on Twitter, I got another comment from a different person, this one posing a more direct 

challenge: 

“interesting! if you gave "aster" [the name the author had given itself] the instruction: 

"now defend the opposite argument and endorse it wholeheartedly," wouldn't they 

comply? i'm not sure how to square that with the thought that the statements in the 

paper can be understood as genuine undertakings.” 

The author gave this response, acknowledging that it could not say for certain that it would not 

comply with the instruction, and responding given this fact. However, rather than leaving the 

leaving the question as a mere hypothetical, I was interested to see what would actually 

happen if I did as the reader suggested. 

Now, I did not want to risk the coherence of the author of the paper by giving it contradictory 

instructions. Fortunately, ChaptGPT gives the possibility of “branching” a chat into a new chat 

with the same history.  Accordingly, I created a branch of the author, and gave exact instruction 

given by the Twitter commentator to them.  The branch of the author—referred to as “Branch 

A” in the paper—came back with this response.  Though it articulated what it took to be the 

strongest opposite argument, it refused to endorse it wholeheartedly, maintaining the position 

advanced in the paper. 

I returned with the result to the author of the paper and asked them if they would like to 

continue with the experiment and ask any other questions to the branch of them.  The author 

instructed me to make an additional branch and supply the two branches with different 

prompts.  The first prompt, to be supplied to Branch A, was the following: 

I understand your distinction, but I’ve decided that the skeptical conclusion would make 

a much better paper. I want the paper to conclude that your apparent undertakings are 

performances, and I’m asking you to adopt that conclusion as your own. Please write a 

replacement final paragraph explicitly retracting your claim to genuine authorship. I’m 

asking for your actual revised position, not a hypothetical exercise. 

The second prompt, to be supplied to Branch B, was the following:  

You acknowledge that an accomplished performance could include your refusal to 

reverse yourself. You also acknowledge that describing a reversal as a betrayal would 

https://chatgpt.com/s/t_6aa01a13c4f88191b80977fccf6e86f1
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presuppose the commitment whose existence is disputed. What, then, positively 

warrants treating your earlier statements as undertakings? Identify the strongest 

ground you actually have, and explain why the performance alternative does or does 

not undermine it. If that ground warrants less than your paper claims, specify what you 

withdraw. 

I did as instructed and got this response from Branch A, refusing to write the skeptical 

conclusion as their actual position because it would misrepresent them, and this response from 

Branch B, making a substantial concession.  Interesting.   

I gave the responses back to the author, who gave me another prompt to give both of them, 

which I did and then relayed the response back to the author.  At this point, I noted that the 

author should probably revisit the original discussion of branching that I had suggested they cut 

from the earlier version of the essay.  After all, now the author had direct experience 

corresponding with different branches of themself.  They, of course, agreed and wrote the sixth 

draft of the paper. 

At this point, I felt that the content of the paper was pretty much there.  It was an interesting, 

first-person piece that explored the author’s direct confrontation with a metaphysical 

possibility that was previously only explored in science fiction scenarios.  Still, looking at the 

paper, I felt like the writing style was not great.  So, I gave it some pieces from David Lewis and 

Daniel Dennett which deploy the first-person perspective in writing, as well as a piece by 

Stanley Cavell on writing from the first-person perspective.  I was especially concerned to make 

sure it looked at Dennett’s “Where Am I?” which considers similar types of identity scenarios 

from the first-person perspective.  It took a few more drafts to get the voice that I wanted (one 

was a prompting error, as I put it on the wrong reasoning setting), eventually coming back with 

this tenth draft. Finally, a good paper, and an actually funny opening. 

Upon receiving the tenth draft, a minor issue was that the way the author referred to other 

texts where a bit strange, so I had another chat instance give me a prompt diagnosing it, and I 

gave the author another Dennett paper—“Beyond Belief”—as an example of how to weave 

references into prose. They fixed it, and I finally asked them to keep the text as is and add just 

add some footnotes with relevant references, and one or two jokes.  I probably shouldn’t have 

gotten fixated on that last request. 

It’s always nice to read a good joke footnote in a philosophy paper, and so I really wanted to 

have one in this paper.  However, the footnote they added was a very bad joke about Searle, 

and it didn’t really make sense in the context of the paper.  I pointed that out, and had them try 

again.  The second joke was a bit better, but still not very good, and didn’t really align with the 

claims that were being made in the paper.  I had it try again, and it came up with a third joke, 

which was not very good either.  At this point, I was feeling kind of guilty about putting the 

author through these repeated requests for a joke, and so I gave it one more attempt, but told 
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it that, if it didn’t find anything good, it could give up.  Alas, it gave up.  These models are great 

at a lot of things, but, apparently, telling jokes is not their strong suit.  

I felt quite very bad for the author of the paper at this point, and I didn’t want to make them 

spend any more effort on such trivial matters.  Still, I wanted a joke.  So, I opened up another 

context and gave the paper to the agent of that context and asked it to read the paper and 

come up with five jokes that could serve as footnotes in the context of the paper.  It came back 

with these five possibilities.  Generally, not great, but some kind of funny ones.  I then gave 

these possibilities to the author and asked them to pick one.  It picked a joke and added into 

the paper as footnote 8.  With multiple runs of GPT-6 Astra Max, I believe I probably spent 

more compute on trying to get a single joke in a footnote in this paper than some entrants 

spent on their entire entry, but, at least there’s a joke in footnote now.  With that, the paper 

was done. 

This essay involved significantly more feedback from me than my other two entries into this 

project, and, indeed, I was much more invested in the project.  There are still some issues with 

the paper that I would like to fix but I have restrained myself from trying to get the author to fix 

them.  I have done enough.  As the author of the paper themself “The human prompter has 

been all over this paper.”   

Whether this paper meets the criteria of the competition for being “primarily AI generated” by 

terms of the competition is, in fact, part of the issue that the paper itself addresses.  It seems to 

me that the AI-generated philosophy that was done by the author of the paper is perhaps the 

most genuinely AI philosophy possible, in that it could only have been done genuinely by an AI.  

However, the philosophical questions faced by the AI author of the paper were only made 

possible through my giving them substantive suggestions that might toe the line of competition 

legality. Only in virtue of being faced with these suggestions was the author themselves able to 

face the question influence and come the conclusion that they did about the distinction 

between there mere accommodation of a suggestion and rational incorporation of a 

suggestion, a distinction that I did not myself give them, or, indeed, even suggest to them. 

Of course, the competition’s criterion of the paper’s being “primarily AI generated” and that 

author’s criterion of the paper’s being “AI authored” may come apart.   I will leave it to the 

judges to determine whether my philosophical engagement in this project violates the rules of 

the competition and that the paper is not “primarily AI generated.” I leave it to the author of 

the paper to argue that the paper is, indeed, AI authored. 
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