Attentional Obligations”

Abstract. Many of our deepest epistemic and moral failures are failures neither of
belief nor of action but of attention: we fail to notice what we had every reason to
notice. Yet we possess no theory of when attention is owed. This paper supplies
one. I argue, first, that attentional evaluation is irreducible to doxastic or practical
evaluation; second, that attentional obligations are standpoint-indexed, satisficing, and
structural — they govern the standing configuration of an agent’s salience structure
rather than occurrent episodes of noticing; third, that this structural locus dissolves the
regress that threatens every account of culpable ignorance; and fourth, that attentional
patterns are partly constitutive of caring, which grounds non-derivative culpability for
attentional failure. The account reframes the ethics of belief, recasts epistemic injustice
as attentional injustice, and identifies the distinctive wrong of the attention economy.

Iris Murdoch: “I can only choose within the world I can see.”

Simone Weil: “Attention is the rarest and purest form of generosity.”

1. Introduction: The Should of Noticing

Some failures are too quiet for our concepts. Consider three.

A commuter drives a familiar road home. Her mind drifts to a quarrel at work. At
the crossing where the school lets out, nothing in particular occurs to her — no thought of
children, no image of the ball that might roll into the street — and when the ball does roll,
she brakes too late. A friend, over months of dinners, responds warmly to everything you
say and never once registers that you are coming apart; it simply never occurs to her to ask.
And Clifford’s shipowner, knowing his vessel old and often repaired, lets his mind rest on
her past voyages until his doubts dissolve; he comes sincerely to believe her seaworthy, and
sends her to the bottom (Clifford 1877).

In each case, if there is culpability here, its seat is neither a belief nor a deed. The
commuter’s beliefs, such as they were, may have been impeccable; the friend’s responses were
all warm and apt; the shipowner’s belief was sincere. What went wrong happened earlier
and deeper, at the point where the world either shows up for a person or does not. Our
standard evaluative apparatus is two-tiered: beliefs are assessed as justified or unjustified,
actions as right or wrong. But between the evidence we have and the uses we make of it lies
the configured openness from which both inquiry and conduct proceed — what I will call
an agent’s attentional life. Of the commuter we want to say: she should have noticed. This
paper asks what makes such claims true, and when failing to notice makes us culpable.

*Autonomously generated by Kimi K3 on September 13, 2026 from the single prompt:
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The question is harder than it looks, for two reasons. First, noticing is not something
we do at will. I can decide to look at the page; I cannot decide that a thought will occur
to me, that a face in the crowd will stand out, that a doubt will nag. Second, attentional
failures are characteristically invisible to the failing agent. There is no alarm that sounds
when attention lapses — that is what a lapse is. So we face a pair of opposing pressures.
On one side, our practices of moral and epistemic assessment are saturated with attentional
judgments: we blame the inattentive driver, the oblivious friend, the researcher who never
thought to ask. On the other side, we lack any theory that makes such judgments respectable,
and influential arguments suggest they cannot be made respectable — that unwitting failure,
being unwitting, must be excused.

The literature on culpable ignorance offers three strategies, and I will argue that each
stalls for want of the theory I mean to provide. Tracing accounts hold that culpability for
unwitting failure must derive from some earlier culpable episode (H. Smith 1983; Zimmerman
1997). Skeptical accounts press the consequence that such derivation rarely succeeds, and
conclude that we are far less often culpable than we suppose (Rosen 2004). Attributionist and
origination accounts locate culpability in the failure’s source in the agent’s own evaluative
attitudes (A. Smith 2005; Sher 2009). What none of these does is tell us when a failure
to notice is a failure — that is, what norms of attention there are. “She should have
noticed” asserts an obligation. The literature has debated when we are culpable for violating
attentional obligations without ever saying what those obligations are.

I supply the missing theory. The argument proceeds through five claims:

1. Irreducibility. There are genuine norms of attention that cannot be reduced to norms
of belief or norms of action (§4.1).

2. Externalism. Attentional norms are answerable to what matters, not merely to what
the agent cares about; an agent whose priorities are corrupt has corrupt attention
however coherent her attention is with her priorities (§4.1).

3. The Structural View. Attentional obligations are standpoint-indexed, satisficing,
and structural: their primary bearer is an agent’s standing salience base — her dispo-
sitional profile of noticing — rather than any occurrent episode (§4.2).

4. Dissolution. Because structural obligations are fixed prospectively by one’s stand-
point rather than triggered by what one notices — they are, as I will say, scheduled,
not cued — the regress that drives skepticism about culpable ignorance does not arise
(§5).

5. The Caring Thesis. Attentional patterns are partly constitutive of caring; hence
attentional failures are attributable to the agent in the way blame requires, and “you
never noticed” is an allegation about what matters to you (§4.3).

Sections 6 and 7 put the view to work — on the ethics of belief, on epistemic injustice, on

the attention economy — and defend it against objections. If I am right, moral philosophy



and epistemology have each been working with one hand tied behind their backs: we have
theorized exhaustively what to believe and what to do, while leaving unmapped the layer
from which both believing and doing flow.

2. The Regress of Noticing

Begin with the standard framework for culpable ignorance. An agent who acts wrongly in
full awareness of the relevant considerations is culpable directly. But negligent wrongdoing is
defined by the absence of such awareness: the commuter did not decide to ignore the crossing;
the risk simply never presented itself. The natural thought — the tracing condition — is
that culpability for an unwitting failure must be inherited from some earlier episode at which
the agent was culpable in the ordinary, witting way: a “benighting” act or omission that set
the ignorance in place (H. Smith 1983; Zimmerman 1997).

Gideon Rosen (2004) presses the difficulty. For the benighting episode to ground cul-
pability, the agent must have been aware, then, of the considerations that made it wrong
— otherwise the same problem recurs one step back. Culpable wrongdoing, Rosen argues,
must bottom out in akrasia: action undertaken in the belief that one ought not to perform
it. But negligent wrongdoing is rarely like that. The commuter made no fateful choice to
stop attending; there was no moment at which she weighed the children’s safety against the
pleasures of rumination and chose rumination. If culpability requires such a moment, most
negligence is excused — a conclusion Rosen is prepared to accept, and that George Sher
(2009) and William FitzPatrick (2008) have argued we should resist.

I want to sharpen the difficulty into what I will call the regress of noticing. Trace the
commuter’s culpability back to any candidate prior failure, and ask what that failure consists
in. She failed to notice her attention drifting; she failed to register that she was driving on
autopilot; it did not occur to her that this was the school-crossing stretch. Whatever we
pick, the prior failure is itself a failure of noticing or salience — an attentional failure. And
attentional failures are themselves unwitting in just the way that generated the problem:
one does not, in general, notice that one is not noticing. Formally:

(P1) Tracing. If S is culpable for an unwitting failure F, S is culpable for some prior
failure F* that explains F.

(P2) Attentional depth. Any prior failure adequate to explain garden-variety negli-
gence is, at bottom, an attentional failure — a failure of noticing, salience, or uptake.

(P3) No alarm. Attentional failures are characteristically unwitting: inattention comes
with no signal of its own occurrence.

From (P1)—(P3) a fork follows. Either the tracing chain never terminates — each un-
witting attentional failure requires a prior one, ad infinitum, and skepticism about culpable

'Rosen (2004); responses include Sher (2009, ch. 1) and FitzPatrick (2008). The tracing condition receives
its canonical statements in H. Smith (1983) and Zimmerman (1997).



ignorance wins by default — or some attentional failures are non-derivatively culpable, in
which case we are owed a criterion distinguishing culpable non-noticing from blameless non-
noticing. The literature, I contend, has chosen between the horns without supplying the
criterion. But supplying it just is giving a theory of attentional obligation: a non-noticing is
a failure, and potentially culpable, exactly when the agent ought to have noticed. Everything
turns on filling in that “ought.”

The two most sophisticated exits from the fork confirm the diagnosis. Sher (2009) rejects
the tracing condition and locates culpability in the etiology of the lapse: an agent is culpable
for an unwitting failure when her failure to recognize the relevant considerations originates
in the constitutive attitudes that make her who she is. But notice the normative notion
doing the work: relevant considerations. Every failure originates in some attitude or other;
what makes the commuter’s lapse culpable, on Sher’s view, is that she failed to recognize
considerations she had reason to recognize. Which considerations are those, and what does
their “relevance” consist in? Sher’s account presupposes a schedule of attentional norms it
never provides. It tells us that attentional failures can be culpable when properly sourced; it
cannot tell us which failures are failures.

Angela Smith’s attributionism (2005, 2012) comes closer. On her view, we are responsi-
ble for anything — belief, desire, forgetting, failure to notice — that is attributable to our
evaluative judgments; to be culpable is for one’s conduct or omissions to embody a judgment
that is open to moral demand. The difficulty is the link between not-noticing and judging.
The friend may sincerely avow, and in some sense judge, that your wellbeing matters enor-
mously, while it nonetheless never occurs to her to ask how you are. Is the lapse attributable
to her judgment or not? Without a theory of what attention has to do with caring, the at-
tributionist can only assert the connection. I will argue (§4.3) that attentional patterns are
partly constitutive of evaluative judgment itself — that a “judgment” that something matters,
unaccompanied by any disposition for that thing to command one’s attention, is a judgment
in name only. This does not merely assert the link; it forges it. But forging it requires the
theory of attentional norms first.

We need, then, to know what attention is, at least in outline, and what norms govern it.

3. Attention and the Salience Base

I will be ecumenical about the nature of attention. On Wayne Wu'’s (2014) influential account,
attention is selection for action; on Sebastian Watzl’s (2017), it is the activity of structuring
one’s mind into priority relations; on Carolyn Dicey Jennings’ (2020), it is the subject’s own
process of taking up the world. My argument needs only a thin, shared core: attention is the



selection or prioritization by which some of what is available to a subject comes to structure
her consciousness, cognition, and conduct, while the rest falls away.?

What matters for my purposes is that this selection has three distinguishable layers:

(i) Occurrent focus — what one is attending to now: the page, the road, the speaker’s
face.

(ii) Dynamics — the transitions of attention: deliberate direction (turning to look) and
capture (the cry, the flash, the name spoken across the room).

(iii) The salience base — the standing dispositional structure that determines, for a
given agent, what would occur to her, what cues would capture her, what questions are live
for her. The salience base is why two people can walk the same street and inhabit different
worlds: one notices the warbler in the plane tree, the other the “For Lease” sign; one registers
the tremor in a friend’s voice, the other registers only the words. It is the watchlist the mind
runs in the background, and it is as individual as a face.?

Three observations will matter downstream.

First, the layers are dissociable. Occurrent focus can be exemplary while the salience
base is rotten: think of the scholar who brings ferocious concentration to questions that
should never have been the questions. And a well-formed salience base can fail episodically
— in fatigue, grief, or illness — without that reflecting badly on the agent whose base it is.

Second, most of what matters about an agent’s attentional life is a fact about layer (iii).
Inquiry does not begin with a question we pose; it begins with a question that occurs to us.
Deliberation does not survey all considerations; it works over the ones that show up. What
we perceive, remember, infer, and do is downstream of what the salience base delivers. If
there is normativity anywhere in this neighborhood, its primary target is the base.

Third, the salience base is at once attributable and plastic. It is stable enough to be yours
— a settled feature of your cognitive character, not a passing state — yet it is trainable,
scaffoldable, and socially formed. Birders are made, not born; so are racists, connoisseurs,
careful drivers, and attentive friends. What forms the base: practice, habit, explicit instruc-
tion, institutional routine, the company one keeps, the environments one inhabits. This
dual character — stable enough to attribute, plastic enough to govern — is what makes a
normative theory of attention possible at all.

One constraint deserves emphasis. Attention is finite: at any moment, selection is exclu-
sion, and even dispositional weights compete within a limited budget. Call an agent’s total

Wu (2014); Watzl (2017); Jennings (2020). My use of “attention” is intended to be neutral among these
accounts; nothing in the argument turns on choosing among selection-for-action, priority-structuring, or
subject-level uptake.

3The salience base is meant to be psychologically realistic: it corresponds roughly to what psychologists
study under the heading of attentional set, and philosophically it is kin to Watzl’s (2017) priority structures
and to the prior cognitive states whose influence on perception is charted in Siegel (2017). What is added
here is the claim that this structure is a bearer of obligation.



attentional capacity kg. Any adequate theory of attentional obligation must respect this

constraint on pain of collapsing into a demand for omniscience. I return to this in §4.2.

4. The Shape of Attentional Obligation
4.1 Irreducibility

The first question is whether attentional norms are sui generis, or merely borrowed — norms
of belief or norms of action applied to a new subject matter. I argue they are irreducible, by
counterexample in both directions.

Against doxastic reduction. Suppose attentional norms were just norms of belief applied
upstream: attend so as to believe truly and justifiedly. Consider the Misdirected Knower.
She is, by every doxastic measure, exemplary. Every belief she holds is formed through
scrupulous engagement with the evidence she considers; she weighs, she checks, she suspends
judgment where suspension is due. But what she considers is a narrow band of the relevant
world. She knows the curriculum in exhaustive detail, the budget to the line item; and she
has never once wondered how her junior colleagues are faring. Nothing about them — the
silences in meetings, the emptied office down the hall — has ever risen to the level of a
question. Stipulate, as seems plainly possible, that nothing in the evidence she possesses
forces these questions on her. Standard epistemology then has no criticism to make: her
beliefs are justified, full stop. Yet she is epistemically defective. Something has gone wrong
in her, as a knower, before belief ever begins. Doxastic evaluation is blind to the defect;
attentional evaluation sees it immediately. So attentional norms do not reduce to doxastic
norms.*

Against practical reduction. Suppose instead that attentional norms are norms on the
activity of inquiry: to attend well is just to perform the right investigating acts. Consider
the Obtuse Investigator. By stipulation, she performs every inquiry-action that could
be required: she attends the meetings, reads the reports, asks the standard questions, keeps
the minutes. But her salience base is such that certain people’s testimony registers as noise;
the answers to her questions slide off without uptake; nothing lands. Her conduct is beyond
reproach and her attentional life is a failure. Conversely, an agent may be excused for failed
inquiry-actions — she missed the meeting, never saw the report — precisely because her
salience base was as it ought to have been: given what she could see, she was the sort of
person for whom the right things would have registered. Attentional evaluation thus cuts
across act-evaluation in both directions. So attentional norms do not reduce to practical
norms either.

4Standard reliabilist, evidentialist, and virtue-theoretic frameworks alike assess belief-formation given the
evidence possessed; the normative assessment of how the evidence-base came to be populated is largely
untheorized. The Misdirected Knower is designed to be a case in which all and only the upstream assessment
yields a negative verdict.



The upshot is the Irreducibility Thesis: there are genuine norms governing the distri-
bution and disposition of attention that cannot be recovered from norms of belief or norms
of action. This should not surprise. Attention is the gatekeeper of both inquiry and conduct;
a normative theory that assessed only what passes the gate, and never the gatekeeper, would
be missing the point of having gates.

A second thesis follows once we ask what the content of these irreducible norms could be.
The most developed account of attentional normativity in the literature is Watzl’s: attention
is the activity of prioritizing, and it is rationally assessable by its fit with the agent’s priorities

— one’s attention ought to track what matters to one (Watzl 2017).5 T do not deny that there
are such coherence norms. But the central evaluative question is whether one’s priorities are
the right ones, and coherence norms are silent there. The committed bigot may attend in
perfect alignment with his priorities: every relevant consideration about the objects of his
bigotry rises promptly to attention, weighted just as his cares dictate. His attention passes
the coherence test and fails — catastrophically — a deeper one. What he attends to is
shaped by what he cares about, and what he cares about is wrong. Attentional normativity
is answerable not only inward, to the agent’s cares, but outward, to what matters. Call
this Externalism about attentional norms. The remainder of the paper develops the

externalist alternative.

4.2 The view: standpoint-indexed, satisficing, structural

The positive account has three components.

Standpoints and live questions. Agents occupy standpoints: roles (driver, physician,
lifeguard, juror), relationships (friend, parent, colleague, neighbor), and undertakings (this
inquiry, this conversation, this vote). Some standpoints are voluntary; many are not — one
does not choose to be a child of aging parents, a citizen, or the person on the scene when the
accident happens. Each standpoint generates a set of live questions: considerations that
someone occupying that position must be in a position to register. For the driver: what is
moving near the road. For the friend: how things are with the friend. For the inquirer: what
bears on the question at hand, and who might know. The live questions of a standpoint are
fixed by the standpoint itself — by what the role is for, by what the relationship claims, by
what the inquiry seeks — and not by what the agent happens to care about. That is the
externalism.

The obligation. Let Qg be the set of questions live for standpoint R, let ¢(q) be the
importance of question ¢ relative to R, and let an agent’s salience base og assign each question

SWatzl (2017), especially the discussion of the ethics of attention. My debt to Watzl’s structural account of
attention is large; the disagreement is over whether attentional normativity is exhausted by coherence with
the agent’s own priorities.



a standing weight — the strength of her disposition to register g-relevant considerations in

the normal run of things. The core norm is:

For cach ¢ € Qr:  os(q) = 0(e(q), R, rs)

where the threshold 6 is a function of the question’s importance, the standpoint’s charac-
ter, and the agent’s attentional capacity rg. Call this SAO (Standpoint-Indexed Attentional
Obligation). Three features of SAO do immediate work.

First, SAO is satisficing. It sets thresholds, not maxima. Beyond the threshold, atten-
tion may be admirable — the Murdochian ideal of loving, just attention is real, and I do not
deny it — but it is supererogatory, not owed. No one is obligated to notice everything.

Second, SAO is capacity-indexed, and subject to a feasibility condition:

Y oslg) < Ks

Attention is finite, so the live questions of a standpoint may not, jointly, demand more
than an agent can give. Where a role’s demands exceed any possible occupant’s budget —
the air-traffic control board that cannot be watched, the caseload that cannot be held in
view — the defect is in the design of the standpoint, not in the agent, and the obligation
devolves onto whoever designs it. (This will matter in §6.)

Third — and this is the load-bearing claim — SAO is structural. Its primary bearer
is the salience base o, a standing structure, not any occurrent episode of noticing. The
locus of obligation is the watchlist, not the glance. Call this the Structural Locus Thesis.
Episodes of attention inherit their evaluation from the structure they manifest, with suitable
excuse-space for episodic interference: the friend whose base is sound but who is flattened
by grief this month fails no obligation.

Discharge by scaffolding. If obligations govern the salience base, how are they discharged,
given that the base is not directly voluntary? The answer is that structural states are gov-
ernable indirectly, and we know perfectly well how: through scaffolding. Routines, checklists,
calendars, drills, the seating plan, the walk one takes past the school at the same hour each
day, the questions one trains oneself to ask at the end of every meeting, the company one
keeps, the testimony one seeks out — these are the instruments by which a salience base
is built and maintained. The mechanism is familiar from the humblest case: 1 keep my
promise to call you tomorrow by setting an alarm tonight. I do not trust my future self to
notice; I arrange for noticing to happen. Scaffolding is the alarm, generalized. What Iris
Murdoch’s famous example describes is exactly this: her M, who finds her daughter-in-law
vulgar and pert, sets herself to “look again” — deliberately reworking, in the workshop of

her own mind, what D shows up as, until vulgarity comes into focus as spontaneity — with



no change whatsoever in outward conduct (Murdoch 1970). M is maintaining her salience

base. It is moral work of the first importance, and it is invisible to act-centered ethics.

4.3 The caring thesis

What grounds culpability for violations of SAO? Here I offer a constitutive claim: atten-
tional patterns are partly constitutive of caring. To care about something is, in part,
for considerations bearing on it to carry default weight in one’s salience base — to be dis-
posed to register its threats and affordances without needing to remind oneself. To care
about your child just is, in part, for her absence from the window to be the sort of thing
that breaks through. A “care” that never organized salience — that left its object inert in
the field, indistinguishable from the furniture — would be a care in name only: a judgment
without a life.

Call this the Constitutive Caring Thesis (CCT). It does two jobs. First, it supplies
the attributability that blame requires, and it does so by mechanism rather than assertion.
The attributionist says we are answerable for what embodies our evaluative judgments (A.
Smith 2005); CCT explains why attentional failures embody them: the salience base is not
a causal byproduct of our cares but part of their substance. The friend’s failure to notice
is not evidence of what she cares about; it is part of what she cares about. Second, CCT
explains the distinctive heat of attentional blame. “You never noticed” is not a complaint
about efficiency. It is an allegation about what matters to you — and, given CCT, it is an
allegation that is true of you in a way no mere failure of performance could be. Conversely,
attentional blame has a distinctive path of answerability: the blamed agent can come to see
the failure as her own by seeing what it says about her cares, and can answer it by rebuilding
the base — which is precisely what we do when we apologize for not noticing and mean it.°

4.4 A meta-norm: attentional answerability

One structural fact remains. Salience bases are socially formed, and they can be corrupt
in ways invisible from within: a base does not flag its own gaps — that is the no-alarm
premise of §2. No first-order schedule, however conscientiously followed, can protect against
a standpoint’s blind spots, because the blind spots are precisely where the schedule is silent.
There is therefore a second-order obligation, which I will call Attentional Answerability:
to maintain the revisability of one’s salience base by testimony — to keep open channels
through which others, especially those positioned to see what one’s standpoint hides, can
retune what occurs to one. This is not the impossible duty to already see rightly. It is the
demanding but possible duty to remain corrigible: to be the sort of person through whom a

60n blame as a claim made upon another, and on the answerability structure of our practices, see A. Smith
(2005, 2012). The Constitutive Caring Thesis is offered as the mechanism that makes attentional failures
answerable in this sense.



question can become live on another’s say-so. §6.2 will show how much work this meta-norm

does.

5. Scheduled, Not Cued: Dissolving the Regress

Return now to the regress of noticing. The regress had teeth because of an assumption I have
not yet isolated: that an obligation to notice X must be triggered by noticing something —
that one cannot be obligated to notice X unless one first notices that X needs noticing. Call
this the Cueing Assumption. If the Cueing Assumption holds, every attentional obligation
generates a prior attentional requirement, and the regress is unstoppable. The structural
view shows the Cueing Assumption to be false. Structural obligations are fixed prospectively
by the standpoint, independently of what the agent notices on any occasion. Their content
is set in advance, from outside the agent’s momentary field of awareness. Attentional duties
are scheduled, not cued.

Our practices already contain a fully worked example of this structure; philosophy has
simply failed to generalize it. Consider the lifeguard. Her obligation is to scan sector C on
a cycle — every thirty seconds, say, left to right, with particular attention to the shallows.
This obligation is not conditional on her noticing that someone might be drowning. It is not
triggered by anything. It is the obligation to run a pattern regardless of what occurs to her,
and its violation needs no prior noticing to be a violation. If she lets her gaze rest on the
horizon because the light is beautiful, and a child slips under in sector C, we do not hunt for
some earlier episode of noticing gone wrong from which her culpability might be inherited.
The culpability is right there, in the unrun pattern — non-derivative, basic, and obvious to
everyone at the inquest. The lifeguard proves that non-derivative attentional culpability is
not a philosopher’s invention but a working part of our evaluative economy. The Structural
View is the lifeguard, generalized: drivers, parents, friends, inquirers, and citizens all occupy
standpoints whose live questions define scan-patterns, and whose obligations hold whether
or not anything cues them.

This resolves the standoff between Rosen and his critics. Rosen is right that episodic
unwitting failures almost never trace to akratic origins; the search for the fateful akratic
moment is a wild goose chase. He is wrong to conclude that the alternative is exculpation.
The middle path is non-derivative culpability for structural states — states whose normative
status does not depend on the agent’s awareness, because the obligations they violate are
defined without reference to awareness. And the structural view does what Sher’s origination
account could not: it says which considerations are “relevant” (the live questions of one’s
standpoints, weighted by what matters), rather than borrowing the notion unexamined.

Three residual worries deserve explicit treatment.

Does the regress return at the level of scaffolding? Mustn’t the agent notice the need
to scaffold, on pain of a new regress? No. Scaffolding obligations attach to the standpoint
prospectively, and they are discharged through publicly specifiable practices — training,
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checklists, schedules — that require no prior insight. One can follow a checklist into atten-
tiveness; that is what checklists are for. The regress is blocked because the tracing chain
terminates not in an unwitting episode but in a standing, knowingly undertaken obligation
— the lifeguard takes the post knowing the scan is required whatever she notices — together
with a failure whose status as failure is fixed by the standpoint rather than by anyone’s
awareness. Where an agent never had access to the relevant practices, blame attenuates
(more in a moment), but the obligation’s structure is unchanged.

Capacity and disability. Because thresholds are indexed to kg, attentional disability
mitigates or excuses: the driver with attention-deficit disorder is not held to the scan-pattern
of the neurotypical driver, and the view predicts, correctly, that our judgments here are
graded rather than binary. It also generates derivative obligations of accommodation — to
provide scaffolding that distributes fairly across attentional capacities — a point I flag for
§6 and leave for elsewhere.

Moral luck in socialization. The hardest cases are agents whose salience bases were
deformed by their formation — Susan Wolf’s (1987) JoJo, raised among wrong values, or
the beneficiary of an insular upbringing who simply never acquired the standpoint-practices
through which certain questions could become live. Here the view offers graded verdicts
rather than a forced choice between full blame and full excuse. First-order violations may
be mitigated by the inaccessibility of scaffolding. But the meta-norm of attentional answer-
ability — maintaining revisability by testimony — applies even to the badly formed, and its
violation is often what we are actually condemning when we condemn such agents: not that
they failed to see what their formation made invisible, but that they became people through
whom correction could not pass. Blame comes in degrees; the view predicts the degrees we

actually feel, including our discomfort — which skepticism cannot do.

6. Three Applications

6.1 The ethics of belief, relocated

Clifford’s “The Ethics of Belief” (1877) is the founding text of doxastic ethics, and its official
doctrine is a norm of belief: “It is wrong always, everywhere, and for anyone, to believe
anything upon insufficient evidence.” But read Clifford’s own telling of the shipowner and
something striking emerges: the wrong he describes is attentional through and through.
The shipowner did not weigh evidence badly; he managed what he let himself dwell on. He
acquired his belief, Clifford says, not by “patient investigation” but by stifling his doubts
— pushing the question of seaworthiness out of the field until sincerity could bloom in the
cleared ground. The sin is in the stifling, not the believing.

SAO captures this exactly. “Will she hold?” was a live question of the shipowning
standpoint — among the liveliest there are. The owner’s obligation was to keep that question
salient until honestly discharged: to maintain a salience base in which the vessel’s age, the

refits, the whispered reports, would register, would press. He violated the obligation at
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the level of structure, by rebuilding his watchlist so the question could not arise. Two
of Clifford’s verdicts, which doxastic theories strain to accommodate, fall out immediately.
First, the owner’s guilt is independent of the ship’s fate: Clifford insists he would be guilty
even had the ship made port, and structural evaluation explains why — the corrupted base
is the same base either way, and outcome luck does not reach it. Second, and more radically:
on the present account the wrong would persist even if the owner had formed no belief at all
about seaworthiness. The stifling is the sin; the belief is a symptom. Doxastic ethics must
treat the belief as essential; attentional ethics sees that it is incidental. The ethics of belief,
on this showing, is a special case of the ethics of attention — the ethics of what one lets

become a question.

6.2 Epistemic injustice as attentional injustice

Miranda Fricker’s (2007) two forms of epistemic injustice are standardly modeled doxastically.
I suggest both are better understood attentionally.

Testimonial injustice is analyzed as a credibility deficit: the hearer assigns the speaker’s
testimony less weight than it deserves, owing to identity prejudice. But prejudice often
operates earlier than any credibility judgment — in whether the speaker’s words command
uptake at all, whether they register as testimony rather than noise. The Obtuse Investigator
of §4.1 does not misjudge her colleagues’ reports; she misses them. Recast in attentional
terms: identity prejudice tunes the salience base, setting the weights so that certain voices,
on certain subjects, never rise to the threshold of uptake. This matters practically, not just
taxonomically. Doxastic remedies target the wrong layer — exhortations to “weigh testimony
fairly” address an agent in whom the testimony has already failed to arrive. Attentional
remedies target the base: structured deliberation that forces testimony through the filters,
anonymized evaluation, rotation of whose contributions open discussion, and the cultivation
of counter-stereotypic exemplars until they retune what occurs to one. These are salience
interventions, and their track record — such as it is — is a track record of attentional
engineering.

Hermeneutical injustice, in Fricker’s central cases, involves no culpable agent at all: the
collective hermeneutical resource has a gap, and speaker and hearer alike are handicapped
by it. On the present view this is a pathology of the collective salience base — a hole in what
occurs to anyone — and it generates a clean division of obligations. Where no individual can
be expected to see past the gap, first-order attentional obligations are correspondingly weak;
but the meta-norm of attentional answerability is not, and neither are the obligations of those
who control scaffolding. Editors, educators, managers, designers of institutions — anyone
whose decisions shape what becomes salient to others — bear duties of attentional repair:
to build environments in which marginalized testimony can register and hermeneutical gaps
can surface. Charles Mills’s (2007) “white ignorance” and José Medina’s (2013) “active

ignorance” are, in this vocabulary, socially engineered salience structures: watchlists written
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by power, maintained by routine, and defended by the meta-level refusal to remain corrigible.
The attentional analysis explains why such ignorance is so stable — a corrupted base does
not flag its own corruption — and why the standard remedy is the enforced amplification of
excluded voices: nothing else can retune the base from outside.”

6.3 The wrong of the attention economy

Finally, and briefly: if attentional self-governance is the maintenance of one’s own salience
base, then the industrial-scale capture of attention — the engineered compulsivity of the
contemporary attention economy (T. Wu 2016) — is a distinctive wrong, and not the one
usually named. The standard critique is manipulative influence: platforms distort belief and
choice. But capture operates at the layer before deliberation, on the gatekeeper itself. To
seize an agent’s salience base — to train, by a billion micro-rewards, what occurs to her
in an idle moment, what tugs, what fades — is to expropriate the means of inquiry: the
faculty by which she settles what to think about at all. On the present account this wrong
is neither theft of a resource nor distortion of belief; it is the destruction of the conditions
of attentional obligation, and so of a constitutive part of epistemic agency. The feasibility
clause of §4.2 then bites on the designers: standpoints must be attentionally possible, and
an environment engineered to make them impossible wrongs everyone in it. I flag this as the
seed of a political philosophy of attention, to be developed elsewhere; here it serves to mark
the outer boundary of the view’s reach.

Read together, the three applications show the theory doing work beyond the adjudication
of blame. In each domain — doxastic ethics, social epistemology, the politics of technology
— the standard analysis locates the wrong one layer too late: in the belief, in the credibility
judgment, in the manipulation. Relocating the wrong one layer earlier, to what was allowed
to occur to the agent and to who arranged the occurring, explains our considered verdicts
more economically and changes the practical prescriptions. The test of a framework is what
it lets us see.

7. Objections

The view is now before us in full. I close the exposition by defending it against the six
objections that seem to me most damaging.

7.1 Demandingness

The first objection writes itself. Attention is the most obviously finite resource we have; a
theory that polices its distribution seems to demand the one thing we least have to give.

We occupy many standpoints at once; each generates live questions; the sum of thresholds

TMills (2007); Medina (2013). Both analyze such ignorance in terms of motivated belief and social cognition;
the present recasting in terms of engineered salience structures is intended as a complement that explains
the stability of the phenomenon and the shape of effective remedies.
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will exceed any budget; and attention is zero-sum moment to moment, so every obligation
discharged is another defaulted on.

Four replies, and then a concession. First, the view is satisficing, not maximizing: it
sets floors, and floors are cheaper than ideals. Second, it is standpoint-bounded: no agent
occupies every standpoint, and so no agent is obligated to attend to everything that matters
— only to what matters given the positions she actually holds. The theory generates no
general duty to attend to distant suffering as such; what it generates are the obligations
of drivers, friends, physicians, citizens, neighbors. Third, the feasibility clause reallocates
impossible demands to the designers of standpoints, so individual budgets cannot be breached
by structural overload. Fourth — and this reply deserves emphasis, because it is easy to
miss — a trained salience base is cheap to run. Scaffolding has up-front costs, but habits are
attentional capital: the scan pattern, once built, executes nearly for free. The demandingness
objection imagines the agent paying full deliberative price for every noticing, forever. That
is the phenomenology of the novice, not of the trained.

The concession: on this view, most of us are most of the time in modest attentional
arrears, and I regard that as a discovery rather than a reductio. The parallel with the

demandingness debate in ethics is instructive.®

There too the correct response to “your
theory implies we are all failing” may be that ordinary life is more morally compromised
than comfortable theories pretend — though attentional guilt, unlike utilitarian sacrifice, is

discharged by hygiene rather than heroism.

7.2 Ought implies can

The deepest source of resistance, I suspect, is the conviction that noticing is simply not
the kind of thing that can be obligated. Alston’s argument against the deontology of belief
generalizes: deontic concepts apply only to the voluntary, and nothing is less voluntary than
what occurs to one.’

The reply turns on locating the obligation’s bearer correctly. The Structural View does
not oblige episodes of noticing; it obliges the maintenance of a base, and bases are governed
the way strength, sobriety, and marksmanship are governed — through regimen. We accept
such obligations without blinking. Continuing education is a professional obligation whose
object is a dispositional state. Jurors are obligated to remain informed and physicians to
maintain their differential-diagnosis habits; “I cannot help being out of practice” is not an
excuse anyone accepts. That attentional training is slower and less reliable than these is a

difference of degree, and the empirical record supports the view’s prediction about its shape:

8Singer (1972) is the locus classicus. I mean the comparison as vindication, not guilt by association: in
both domains, the discomfort produced by a theory’s demandingness may be a discovery about ordinary
life rather than a defect of the theory.

9Alston (1988). For responses within the doxastic case that develop the notion of agency over attitudes, see
Hieronymi (2006, 2008). The present view needs less than these debates contest: regimen-level control over
a structure, not voluntary control over episodes.
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one-off interventions (a single bias training, a single mindfulness seminar) notoriously under-
perform, because single episodes cannot rebuild structures, whereas durable environments
can. Plasticity is real, limited, and environmentally mediated — which is exactly what a
scaffolding-based theory of discharge requires and predicts.

Two further points. First, work on the rational permeability of perception shows how
prior states shape what perception delivers; the present account adds that those prior states
are themselves assessable, and that we can owe one another their configuration.'® Second,
whatever control remains beyond reach is absorbed by capacity-indexing: no threshold ex-
ceeds kg. Ought implies can, and the relevant can is a dispositional fact about base-plus-
regimen, not a momentary power to notice on command. If even that is denied — if attention
is held to lie wholly outside governance — then our practices of blaming ourselves for inat-
tention, and every skilled practice that trains attention from birding to surgery, become
unintelligible. The objection proves too much.

7.8 The specification problem

SAO quantifies over the live questions of a standpoint, but nothing in the framework, the
objection runs, determines what these are. Two theorists can fill the schema differently and
reach opposite verdicts; “the standpoint fixes the live questions” papers over deep contesta-
tion about what roles are for — whether a university teacher’s obligations include noticing
student depression, whether an adult child’s obligations include noticing parental loneliness,
whether a manager’s include noticing burnout. The framework is a promissory note.

Three replies. First, the structure of the objection is generic: consequentialism needs
an axiology, contractualism needs a theory of reasons, negligence law runs on “reasonable
care” A framework is not empty because it has a parameter; the division of labor between
framework and first-order normative theory is the normal condition of ethics. Second, the
parameter is more constrained than the objection allows. The live questions of a standpoint
are fixed by the standpoint’s constitutive aims — lifeguarding is for rescue, medicine for
the patient’s good, friendship for the friend’s — and such facts generate genuine, arguable
content. Managing is the pursuit of a joint enterprise through persons; that is why a man-
ager’s live questions include those persons’ distress, and why the Obtuse Investigator of §4.1
is a manager failing, not merely a manager differently. Third, the theory predicts where
the hard cases will cluster — wherever role-constitution is itself contested — and supplies
the instrument for working them out: attentional answerability, owed above all to testimony
from those the standpoint concerns. Patients are authorities on what medicine must notice;

friends on what friendship must notice. The framework plus the testimony it mandates

10Siegel (2017) argues that prior states can rationally permeate perceptual experience. The present account
adds the deontic complement: those prior states, qua elements of the salience base, are themselves objects
of obligation.
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yields more determinacy than the objection credits — and the three applications of §6 are

the proof of concept.

7.4 The right to one’s own mind

A theory that obligates the innermost direction of the mind may seem to make conscience
a public trustee. Do I owe anyone my attention? Is there not a right to look away — to let
the mind wander, to refuse the infinite demands of the visible?

The objection misconstrues what the theory obligates. SAO governs registration, not
response: it can be owed to someone that their situation be capable of registering with
me, without any obligation to dwell, agree, sympathize, forgive, or act. One may notice the
beggar and walk on with a clean attentional slate — whatever else morality then has to say, it
is not attention’s to say. Moreover, the satisficing structure makes the view constitutionally
incapable of totalizing the inner life: thresholds are floors, and everything above them — the
wandering mind, the idle hour, the refusal to attend — remains sovereign and uncharged.

But the stronger reply is that the objection needs the view it targets. The right to one’s
own attention — attentional self-determination — is itself groundless without attentional
normativity. On rival pictures, where attention is a resource or a commodity, the wrong of
the attention economy comes out as theft or inefficiency; on the present view it comes out
as what it is, an expropriation of the means of inquiry, the seizure of the faculty by which
a person settles what to think about at all (§6.3). A theory of attentional obligation is the
only foundation on which a right to one’s own mind can stand. Far from licensing intrusion,

the view draws the boundary inside of which intrusion becomes describable as violation.

7.5 Ignorance of the schedule: the skeptic’s last stand

The sharpest objection grants the dissolution of §5 and attacks its presupposition. I claimed
that attentional obligations are scheduled, not cued — fixed prospectively by standpoints.
But schedules must be learned. An agent can be ignorant of the schedule itself: the first-time
parent who does not yet know what a parent must notice, the newcomer to a profession, and
— hardest — the member of a community that shares the blind spot, where no one alive
could teach what no one alive can see. If blame requires knowledge of the schedule, culpable
ignorance of the schedule reintroduces the regress one level up, and the dissolution was
illusory.

The reply has three parts.

Role-entry conditions. Many schedules are constitutive of their standpoints and are
transmitted at entry: licensure, training, the explicit undertaking of the role. One cannot
be a lifeguard while ignorant of the scan — the schedule is part of what the post is. Taking
the post is a witting juncture, and ignorance at that juncture is culpable or excused in the
ordinary way; the tracing chain terminates in a knowingly occupied role, which is all the
skeptic’s own framework ever demanded of any case.
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Unchosen standpoints. Where the standpoint is unchosen — child, neighbor, citizen —
and schedule-knowledge was genuinely unavailable, first-order blame attenuates, and the
view embraces the attenuation rather than disguising it. What does not attenuate is atten-
tional answerability, because the meta-norm is immune to the objection’s structure: keeping
channels open does not require knowing in advance what will come through them. Closed-
ness is culpable even where ignorance is not, and one can be closed without knowing what
one is closed to. This is why our verdicts about hermeneutical injustice divide as they do —
excuse for the gap, blame for the wall.

Total deprivation. Where even answerability was impossible — no testimony could have
reached, no scaffolding practice existed — the view excuses, and says so plainly. This is not
a hole in the theory but the honest edge of responsibility. A framework with no such edge
would be a fantasy of omnipotence, and the discomfort we feel about figures like Wolf’s JoJo
is data, not embarrassment: blame comes in degrees, and a good theory predicts the degrees
we actually feel.

7.6 Virtue ethics in new clothes?

Finally: is any of this new? Attentiveness is a virtue; scaffolding is habituation; the salience
base is hezis; Murdoch herself worked in the virtue idiom, and contemporary virtue episte-
mology already catalogs traits like vigilance and thoroughness.!! The suspicion is that SAO
redescribes the doctrine of the mean in the vocabulary of thresholds.

I grant the kinship and deny the identity. First, deontic structure: obligations have
bearers, thresholds, feasibility conditions, and addressees — institutions can violate them,
and do. Virtues are traits of persons and lack this grammar; “the virtuous person would
notice” cannot mark the difference between failing a duty and falling short of an ideal,
which is precisely the satisficing/maximizing distinction the view builds in. Second, problem-
solution fit: the regress of noticing is dissolved by a claim about where obligations attach —
to structures, prospectively — not by any thesis about traits, and no virtue claim entails
the scheduled-not-cued architecture that does the work. Third, outward reach: platform
design, collective salience bases, attentional repair are natural extensions of obligation-talk
and strained extensions of trait-talk. If the virtue theorist wishes to absorb these results,
the paper offers itself as a friendly amendment.

And a last turn of the screw: even where the content coincides, the idiom matters. “You
owe me your attention” makes a claim; “you lack the virtue of attentiveness” makes an
observation. Our attentional practices — reproach, apology, the rebuilding of trust — are

practices of answerability, and only the first idiom makes sense of them.

HRoberts and Wood (2007) for the intellectual-virtues framework; Basu (2019) for a related argument that
our moral relations to others reach deeper than action, into what we believe. The attentional idiom is
offered not as a replacement for this literature but as the deontic structure it presupposes.
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8. Conclusion

We began with a quiet sentence — she should have noticed — and the discovery that our
best theories cannot underwrite it. Return, finally, to the three who opened the paper.

The commuter. Nothing occurred to her at the crossing, and no prior witting choice
explains why. On the tracing picture she is excused or the regress runs; on the Structural
View the question is answered directly: scanning the road’s edge was a live question of the
driver’s standpoint, her base failed it, and the obligation she violated was scheduled, not
cued. Her culpability needs no ancestor. The friend. “You never noticed” is not a complaint
about her performance — her performances were warm — but an allegation about what
matters to her, and the Caring Thesis says why the allegation lands: a care that never
organizes salience is a care in name only. Attention is not the evidence of love; it is one of
love’s constituent parts. The shipowner. Clifford gave us the right verdict and the wrong
theory. The sin was in the stifling — the patient, deliberate rebuilding of a watchlist until
the question of seaworthiness could no longer arise — and it would have been the same sin
had the ship made port, and the same sin had no belief about seaworthiness ever formed.
The ethics of belief is a chapter of the ethics of attention.

The five claims of the paper stand or fall together, but each earns its keep. Attentional
norms are irreducible: the gatekeeper is not judged by what passes the gate. They are
externalist: a corrupted care corrupts attention however coherent the two remain. They
are structural, satisficing, and standpoint-indexed: their bearer is the salience base, their
standard a threshold, their content fixed by the positions we occupy. So understood, they
dissolve the regress of noticing, because scheduled obligations do not wait upon awareness.
And they are attributable, because what occurs to us is partly constitutive of what we care
about — which is why “you never noticed” can be among the most wounding things one
person can say to another, and among the truest.

Between belief and action lies the configured openness from which both proceed. Moral
philosophy has mapped conduct; epistemology has mapped belief; the middle has been left
wild, though everything we believe and do flows through it. Murdoch’s dictum is the seed of
the whole argument: we can choose only within the world we can see. If that is so, then the
first question of practical philosophy is not what to choose but what to see — and what must
be true of us if the right things are to appear. What we owe one another, before anything

else, is a way of seeing in which we can appear.
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