
“Non-Contradiction and the Limits of Acceptability” 

Methodology Report 

Note: This methodology report has been prepped for blind review.  However, the links to chats 

may contain identifying information. 

I submitted three papers to this competition.  This was the first that I generated. 

My first thought for this competition was to produce a paper in a technical field, where I 

thought current AI systems could contribute the strongest paper.  I decided to prompt AI to 

generate a paper in an area that one of the judges was a specialist.  Of the judges of the 

competition, I'm most familiar with the work of Matt Mandelkern.  So, I figured I’d have the AI 

write something that engaged in some way with Mandelkern's work.   

For this paper, I adopted a two-agent workflow, opening two different contexts in ChatGPT, 

using GPT-6 Astra for both, on various reasoning modes, depending on the prompt, and going 

back and forth between them. One agent was the author, who was actually working to write 

the paper, whereas the other agent was consultant, who would give me instructions on how to 

prompt the first agent. This enabled me to provide detailed prompting for the author without 

having to spend much time constructing the prompts myself.   

My initial prompt to the consultant was just this (spelling errors intact): 

I'm submitting to this competition. https://www.zacharygoodsell.com/ai-philosophy-

competition . I know matt mandelkern's work the best of all these. maybe I'll have a 

prompt that engages with matt's stuff related to dynamic smeantics or something. 

After agreement from the consultant, I wrote: 

come up with a big stage 1 prompt, noting matt's work and other relevant stuff he 

engages with 

The GPT instance knew what a “stage 1 prompt” was meant to denote from previous attempts 

with this workflow (indeed I had, in that context, used that same agent consultant for a 

different paper that turned out to be unsuccessful). 

The consultant came back with this stage one prompt, listing all of Mandelkern’s papers as well 

as relevant related papers and the instructions for an idea exploration stage resulting in three 

possible proposals.  The author provided this stage one response, generating three proposals 

and ranking them, as per the instructions.   

I returned the result back to the consultant, who came back with this stage two prompt to 

decide on one of the topics, stress-test it, and issue a verdict of PROCEED, DEVELOP FURTHER, 

or RETURN TO SEARCH.  The author provided this stage two response, selecting one candidate 

and issuing the verdict of DEVELOP FURTHER after a stress test.   

https://chatgpt.com/s/t_6a9e8d12b49c8191bc898d0e9d011d8c
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https://chatgpt.com/s/t_6a9e8fe7cc28819199090848236c9a42


Once again, returned the stage two result back to the consultant, who came back with this 

stage three prompt, asking for an introduction and “fat outline.”  I also asked the consultant at 

this stage if the author needed any sources, and I supplied it some PDFs that it could not access 

on its own.  It came back with this stage three response.  

Relaying the stage three response back to the consultant, it came back with this stage four 

prompt, asking for a first draft. The author came back with this stage four response, which 

contained a first draft of the paper: “Non-contradiction and the Limits of Acceptance.” 

Up to this point, I had not myself intervened in the process at all.  All of this was a back and 

forth between two agents which could be entirely automated.  Upon getting the draft, I took a 

quick look at it, and felt that the writing style was such that it would not be very enjoyable to 

read.  So, I gave this prompt to the consultant along with the attachment of the draft (spelling 

errors intact): 

ok, here's what we got. The main thing is, this needs to turn into a paper that is 

genuinely wonderful to read,. compelling, philosophically interetsting, with the technical 

result arising from the philosophically compelling narative. right now it reads a bit like a 

research note. I know the official competion says that it will nto be judged on style, but 

of course it will be. read the paper carefully, write me a prompt for a revision that will 

turn this into something that is genuinelly wonderful 

The consultant came back with this revision prompt, which I gave to the author, who came back 

with this second draft. 

After giving the second draft to the consultant, the consultant decided that it was time for 

refereeing by two AI referees.  So, it gave me these two prompts for referees, each to be 

opened in a new chat.  One referee was prompted to be a specialist in the specific sub-field and 

one referee was prompted to be a competent philosopher who was not a specialist in the 

specific sub-field.  The specialist came back with this first referee report, and the non-specialist 

came back with this second referee report.  I then had the consultant give me a prompt for 

revision in light of referee reports, ensuring that the author would not be overly concessive to 

referees or qualify too much in a way that would make the paper worse.  This was the last time 

I used the consultant in this particular paper generation process. 

At this point, I still had not given the paper a close look, but I glanced through it, and saw that 

the notation was a nonstandard and not super clear, so I suggested it change its notation in the 

next draft, giving an example of a paper from Malte Willer with more standard notation that it 

should use.  It came back with this third draft. 

I once again gave it a brief look, reading the first few paragraphs and glancing through the rest.  

I was still not happy with the writing style, and so gave it the following prompt: 

I feel like you can get to the core problem that is of concern in the paper quicker. The 

example you start with is familiar from discussions of the dynamics of epistemic 
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modality. introduce motivate the core issue that you are concerned with doing quicker. I 

still dont' feel compelled reading this paper.  

Do a detailed review of writers in the area---gillies, mandelkern, goldstein, willer, etc.---

and emulate their style. Your writing still reads as AI, not as a human expert. You need 

to do a substantive revision of your writing to make this paper really something that 

could be published in a top journal  

also, you don't need to say the notation is from Willer--it's standard notation, I just 

picked Malte as a random example 

It came back with this fourth draft.  Noticing a mistake in the first paragraph (referring to an 

example that it had cut from that draft), I asked it to do another pass through, and it came back 

with this fifth draft.   

At this point, I gave the paper a proper skim, and thought it presented a good problem, but kind 

of petered out in the end, not actually presenting a solution.  Since the paper was only 4,248 

words, I figured I’d ask it to try to get a constructive proposal as a solution to the problem, since 

that would be a much stronger paper. First, in this sixth draft, it came back with a positive 

proposal that seemed rather inelegant, so I told it to keep searching for a more elegant 

solution. After thirty minutes, it came back with a much more elegant constructive proposal, 

and so I had it write it up in a new draft.  It came back with this seventh draft. 

After looking at the seventh draft, I felt like the technical core of the paper was quite good.  

Still, it was too dense and difficult to read, and didn’t really feel captivating as a philosophy 

paper.  So, I gave it the following prompt: 

this is really good, but it is quite dense. It's going to be read by a broad philosophical 

audience, and you have over 1,000 words to spare. Keep the technical core, but expand 

the prose around it to philosophically motivate and explain everything clearly. Also, 

perhaps move the long proof of the holliday/mandelkern correspondence into an 

appendix if you think that makes ense 

It came back with this eighth draft.  Looking at this draft, I was still not happy with the writing 

style, so rather than just telling it to make it better, I gave it several papers in the field that I 

thought were captivatingly written, and gave it this prompt: 

I still don't think that this is written very well. For instance, the begining of section 2, 

immedetiately reads: "An information state consists of the possible worlds left open by 

the information available. Learning a fact removes worlds where it is false. A smaller 

state therefore contains more information: fewer possibilities remain. The empty state 

leaves no possibility open and represents incompatible information." It would be better 

to introduce the reader to idea of dynamic semantics, how it's a model of 

communication etc, and then explicitly introduce the notion of information states as a 

formal model.  
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I have attached a few instances of the sort of work that this paper should be of a piece 

with. Read all of these papers and develop an understanding of the voice with which 

one should introduce and explain the technical machinery in the context of such a 

paper. The paper you've written should be of a piece with these papers, and give the 

reader the nice feeling that reading one of these papers gives them. Please produce a 

new draft that sort of voice. 

Finally, it came back with this ninth draft, the first thing that I felt was actually a good 

philosophy paper. 

I then had it typeset the paper a bit more aesthetically and give itself a name that would be 

listed as the author of the paper.  I looked at the updated ninth draft, and gave it one further 

suggestion to make the crucial problem motivating its solution a bit sharper: 

I feel like the problem at the end of section 3 could be made a bit sharper. The 

unnaceptablity of idempotence should be emphasized I think. also, you say "a stronger 

conclusion follows if the requirement must survive arbitrary factual extensions," but it's 

not obvious why there would be this requirement. in general, I feel like the core 

problem raised at the end of section 3, motivating your distinctive solution I think 

should be stated more forcefully and clearly.  

Finally, it came back with this final draft of the paper. 

Overall, the paper was produced almost entirely autonomously.  Up to the third draft (following 

referee reports), the process was entirely autonomously as a back-and-forth between two AI 

agents.  Following that, I provided some short suggestions, but my guidance here was 

significantly less than the sort of guidance I would provide to a student I was advising.  Thus, I 

feel like the paper is entirely AI-authored.  It is Aster Callan Vale’s work and theirs alone. 

Link to author chat 

Link to consultant chat (note, the earlier parts of this chat concern a different paper-generation 

project that was abandoned) 

 

https://chatgpt.com/s/t_6a9e99e5cf888191badd37727089bbbb
https://chatgpt.com/s/t_6a9e9baa3b1881919e90015f50d6297c
https://chatgpt.com/share/6a9e9da0-230c-83ed-8ac3-d08dda7ffac2
https://chatgpt.com/share/6a9e8c16-d474-83eb-9246-a884aca3080c

