
Settling Inquiry:
Knowledge, Belief, and the Stability of Rational Commitment*

Abstract. Rational belief exhibits a puzzling duality. It is at once fallible and stable,
context-sensitive and closure-respecting, fragmented and unified. Standard theories —
Lockeanism, Cartesianism, knowledge-first invariantism — capture at most one side
of this duality. This paper defends a unified account: to rationally believe p is to have
settled inquiry into whether p, where settling is a commitment to treat p as given in
downstream inquiry and action. Settling is distinct from both high credence and knowl-
edge, but non-accidentally related to both. Knowledge provides the norm for settling:
one ought to settle if and only if one knows. Because knowledge is factive but not lumi-
nous, stable, or arbitrarily conjoinable, rational belief inherits a distinctive profile: it
is stable under small counterevidence, sensitive to practical stakes, fragmented across
inquiries, and closed only under single-premise, competence-preserving entailment. I
show that this account resolves the lottery and preface paradoxes without abandon-
ing deductive competence, explains pragmatic encroachment without encroaching on
knowledge itself, and dissolves the puzzle of fragmented belief. The result is a belief-
first reversal of the knowledge-first program that preserves its central insight.

Keywords: belief, credence, knowledge, inquiry, pragmatic encroachment, lottery
paradox, fragmentation

1. Introduction

What is it to rationally believe something?
Two truisms pull in opposite directions. On the one hand, rational belief is fallible. We

rationally believe many things we might be wrong about: that our train will arrive on time,
that the climate model is approximately correct, that the defendant is guilty. Reasonable
confidence does not require certainty.

On the other hand, rational belief is stable. If you believe your train will arrive on time,
you do not check the schedule every thirty seconds. You plan around it. You treat it as
given. And you continue to do so even if you hear a faint rumor of delays, or if your credence
dips slightly from 0.97 to 0.96. Belief, unlike credence, does not jitter with every shift in
evidence.

This tension — between fallibilism and stability — generates much of contemporary
epistemology. Consider three familiar data points:

1. Lottery: You cannot rationally believe your ticket will lose on purely statistical
grounds, no matter how high your credence, yet you can rationally believe ordinary
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propositions (your car is parked outside) on equally strong or weaker statistical
grounds.

2. Preface: A rational author believes each claim in her book, yet also believes the
conjunction is false — or at least, does not believe it is true. Rational belief seems not
closed under multi-premise conjunction.

3. Stakes: Whether it is rational to believe (or act as if) the bank is open on Saturday
seems to depend on how much rides on being wrong, even when the evidence is fixed.

Standard views accommodate some of these data at the cost of distorting the others:

• Lockeanism identifies rational belief with credence above a threshold t: Bel(p) iff
Cr(p) > t. It captures fallibilism but cannot explain stability or lottery-sensitivity
without ad hoc thresholds.

• Cartesianism identifies rational belief with credence 1 or practical certainty. It cap-
tures stability but cannot explain fallibilism.

• Knowledge-first invariantism, notably Timothy Williamson’s knowledge norm of
belief — believe p only if you know p — captures lottery intuitions but struggles with
preface, stakes, and the fact that we often rationally believe without knowing.

My aim in this paper is to defend a fourth view that preserves what is correct in each:

The Settling View: To believe p is to have settled the question whether p

affirmatively, where to settle is to commit oneself to treating p as given in down-
stream reasoning, inquiry, and action within the relevant inquiry.

Rational belief, on this view, is not a probability assignment, nor a mirror of the world,
but a commitment. It is functional: believing is a way of closing inquiry so as to get on with
other things.

The central normative claim is:

The Knowledge Norm of Settling (KNS): One ought to settle whether p

affirmatively iff one knows p.

This reverses the usual order of explanation without abandoning knowledge-first insights.
Knowledge does not reduce to belief plus something else. Rather, knowledge norms belief,
understood as settling. Because knowledge has a particular modal and contextual profile

— factive, safe, interest-sensitive in its ascriptions but not in its essence — belief inherits a
distinctive, predictable profile.

The payoff is unity. From settling + KNS, I derive:
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• an explanation of stability (Section 3),
• a solution to lottery and preface without denying logical competence (Section 4),
• an error theory for pragmatic encroachment that locates stakes-sensitivity in settling,

not knowledge (Section 5),
• and an account of fragmentation that preserves a weak closure principle (Section 6).

If correct, the view shows that epistemic and practical rationality cannot come apart in
the way purists suppose, nor collapse in the way pragmatists suppose. They meet at the
point of inquiry.

2. The Stability Problem

2.1 Belief, Credence, and Jitter
Contemporary epistemology standardly distinguishes two doxastic states:

• Credence Cr(p) ∈ [0, 1]: graded confidence, responsive to evidence by conditionaliza-
tion.

• Belief Bel(p): outright, binary commitment.

How are they related? Hannes Leitgeb’s stability theory provides the sharpest formula-
tion of the problem. Leitgeb observes that rational outright belief must be stable: if you
rationally believe p, then your belief should survive learning any proposition compatible with
p that does not undermine your evidence base. Formally:

Stable(P, p) ⇐⇒ ∀q : [P (q|p) > 0 ∧ P (p|q) > 1

2
→ P (p|q) > t]

for appropriate threshold t, where P is your rational credence function.
The motivation is simple. Suppose you believe the train will be on time with credence

0.96. You then learn that it rained this morning — compatible with on-time arrival but
slightly lowering your credence to 0.94. It would be absurd to abandon your belief on that
basis. Belief must tolerate small perturbations. Otherwise inquiry could never close.

Lockeanism violates stability. If Bel(p) iff Cr(p) > 0.9, then any compatible evidence
that nudges credence from 0.91 to 0.89 destroys belief. Belief jitters.

The stability problem: explain how fallible belief can be stable under minor
evidential change.

Leitgeb’s own solution — the Humean Thesis that rational belief corresponds to the
strongest stable proposition — is formally elegant but psychologically and normatively
opaque. Why should rationality demand stability? And why should stability track truth?

My answer: because belief is for closing inquiry.
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2.2 Inquiry and Closure
Following Jane Friedman, inquiries are question-directed activities with a constitutive aim:
to settle the question. To inquire into whether p is to aim at knowing whether p. To close
inquiry is to take oneself to have achieved that aim.

Belief is the state of closure. This is not metaphorical. Consider the functional differences:

Feature Credence Belief as Settling

Direction Tracks likelihood Closes question
Dynamics Updates continuously Persists until reopened
Role in reasoning Weights possibilities Treats as premise
Correctness condition Calibration / accuracy Knowledge
Defeat profile Gradual Threshold + reason-based

To believe p is not to assign p high probability. It is to commit to reasoning from p. When
you believe the restaurant is on 5th Street, you do not in deliberation weigh 0.05 probability
it is elsewhere. You navigate to 5th Street. You tell friends to meet you there. You treat
alternative possibilities as — for present purposes — closed.

This explains stability directly. Commitments, unlike estimates, have inertia. If you
promise to meet a friend, a small inconvenience does not void the promise. Similarly, if you
have committed to treating p as given, a small dip in credence does not void the commitment.
Only reopening evidence — evidence that you no longer know p — defeats it.

But what evidence reopens inquiry? Here knowledge enters.

Background: Three rival pictures of belief
• Representationalism: Belief is a map-like representation; rational belief is accurate

representation. Problem: cannot distinguish believing p and assigning Cr(p) = 0.96.
• Dispositionalism (my affiliation): Belief is a cluster of dispositions to reason, act,

and feel. Settling is a higher-order disposition: to not reopen certain dispositions.
• Knowledge-first: Belief is the state whose norm is knowledge (Williamson 2000). I

agree about the norm but disagree about the nature: belief is not a candidate for
knowledge (a truth-entailing state plus belief), but a distinct functional kind normed
by knowledge.

The settling view is dispositional but normatively constrained. Not all stable dispositions
are rational. Only knowledge-normed settling is.

3. Settling: The Account

3.1 What Settling Is
Let Q = {p,¬p} be a question. Let an inquiry into Q be a temporally extended, goal-directed
process of evidence-gathering, deliberation, and attention.
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Define:

S has settled Q affirmatively iff S has formed a commitment to (i) treat p as
given in downstream theoretical and practical reasoning within the scope of the
inquiry, (ii) not reopen Q without a reopening reason, and (iii) avow p sincerely
when asked within that scope.

Three clarifications:

1. Scope-relativity: Settling is always relative to an inquiry or set of inquiries. You
may settle whether the bank is open for the purpose of planning your Saturday errands
while leaving it open for the purpose of writing a legal affidavit. This is fragmentation,
not irrationality (see Section 6).

2. Commitment, not feeling: Settling does not require feeling certain, nor high cre-
dence in all contexts. A cautious scientist may settle that the effect is real for purposes
of publishing while retaining a credence of 0.8 and feeling tentative. What matters is
what she treats as given in downstream work.

3. Reopening reasons: Not any counterevidence reopens. A reopening reason is evi-
dence that you did not know p after all, or that stakes have changed such that treating
p as given is no longer permissible. Mere compatible, small-probability defeaters do
not reopen. This gives stability for free.

Thus:

BelI(p) ⇐⇒ SettleI(p)

where I indexes the inquiry. Unindexed belief talk — “S believes p simpliciter” — is
shorthand for settling across all relevant inquiries in S’s life, or across a contextually salient
default.

3.2 The Knowledge Norm
Why is some settling rational and some not? My proposal:

(KNS) S ought to settle Q affirmatively in I iff S knows p (relative to the
epistemic standard operative in I).

KNS is a biconditional norm, like the knowledge norm of assertion (Williamson) or action
(Hawthorne & Stanley). It says knowledge is both necessary and sufficient for permissible
settling.

Necessity explains lottery: you do not know your ticket will lose on purely statistical
grounds (Safety fails: in close worlds you win), so you ought not settle. You may have
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credence 0.999999, but you may not treat losing as given — e.g., you may not throw the
ticket away, or assert flat-out it will lose.

Sufficiency explains ordinary knowledge: when you do know your car is parked outside
(perception + memory + safety), you may — and, ceteris paribus, should — close inquiry
and plan around it.

Crucially, KNS does not say belief is knowledge, or part of knowledge. Knowledge, I
assume with Williamson, is primitive: a factive mental state involving truth, belief in a thin
sense, safety, and appropriate causal/basing relations. Settling-belief is a different functional
kind. Knowledge norms it from outside.

This avoids the familiar circle: if knowledge = justified true belief + X, and justified
belief = belief that conforms to knowledge norm, we go in circles. By distinguishing thin
belief (assent, a component of knowledge) from thick belief (settling), we break the circle.
Thin belief is a representational state; thick belief is a commitment. Knowledge entails thin
belief but norms thick belief.

Formally, let KI(p) mean S knows p relative to I’s operative standard (more on standards
in Section 5). Let OI be what S ought to do in I. Then:

OI(Settle(p)) ↔ KI(p)

OI(¬Settle(p) ∧ ¬Settle(¬p)) ↔ ¬KI(p) ∧ ¬KI(¬p)

That is, suspension is mandated when neither p nor ¬p is known.

3.3 Stability Derived
Stability now follows from the safety condition on knowledge plus the inertia of commitment.

Suppose S knows p at t1 and hence rationally settles. At t2, S learns q compatible with
p that lowers Cr(p) from 0.96 to 0.94 but does not destroy safety: in all close worlds where
S forms the belief on the same basis, p remains true. Then S still knows p at t2, so by KNS,
S still ought to settle. Belief persists.

Suppose instead S learns r that does destroy safety — e.g., she learns the lottery was
rigged, or the informant was unreliable. Then she no longer knows p, so she ought to reopen.
Belief is defeated.

Thus defeat is not a matter of crossing a probabilistic threshold. It is a matter of
knowledge destruction. This predicts correctly that:

• High-probability compatible evidence need not defeat (rain + train).
• Low-probability incompatible evidence can defeat (authoritative testimony that train

is cancelled, even if prior improbable).
• Purely statistical evidence never warrants settling in the first place (lottery).

6



This is more principled than Leitgeb’s purely formal stability, because it grounds stability
in the epistemic good — knowledge — rather than in probabilistic bookkeeping.

Formal Appendix: Safety, Stability, and Settling
Let W be worlds, d a distance metric for closeness, BS(p, w) = S settles p in w via method
M .

Safety: KS,M(p, w) requires: ∀w′ ≈d w : [BS,M(p, w′) → p(w′)].
Lemma (Stability Preservation): If KS,M(p, w) and E is evidence compatible with

p such that conditionalizing on E does not expand the set of close B-worlds to include
¬p-worlds, then KS,M(p, w|E).

Proof sketch: Safety quantifies over close worlds. Compatible evidence that merely re-
distributes probability within p-worlds leaves safety intact. Only evidence indicating a close
¬p-world where M would still produce settling destroys knowledge.

Corollary: Rational settling is stable under all and only knowledge-preserving updates.
This shows why Lockean thresholds are both too weak (they permit settling without

safety) and too strong (they forbid settling with safety but sub-threshold credence).
Lockeanism predicts defeat whenever P (p|E) ≤ t. KNS predicts defeat iff E indicates

¬p in close worlds. These come apart in lottery vs. ordinary cases.

4. Lottery and Preface: Closure Without Conjunction

4.1 The Lottery Paradox Restated
For a fair n-ticket lottery with n large, for each ticket i:

• Cr(Li) = Cr(ticket i loses) is very high.
• Intuition: you cannot rationally believe Li on statistical grounds alone.

Yet you can rationally believe ordinary propositions (e.g., C = your car is outside) with
equal or lower credence. Lockeanism cannot discriminate.

The settling view can. To settle Li would be to treat Li as given: to throw the ticket
away, to assert flat-out it loses, to use it as premise. But you do not know Li. In close worlds
(the world where i wins differs minimally — a few balls bounce differently), you would still
settle Li on the same statistical basis, but falsely. Safety fails. So KNS forbids settling.

By contrast, you do know C. Perception and memory are safe methods: in close worlds
where your car was stolen, you would have noticed, or your memory would differ. Hence
KNS permits settling C.

The difference is not probability but modality: the source of the credence matters. Sta-
tistical grounds are unsafe; perceptual grounds are safe. This vindicates the knowledge-first
diagnosis while locating it at the level of inquiry-closure rather than representational belief.
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4.2 The Preface Paradox
The author rationally believes each p1, ..., pn in her book, but, aware of fallibility, also believes
¬(p1∧...∧pn) — or at least suspends on the conjunction. If belief is closed under conjunction,
she is irrational. But she seems paradigmatically rational.

Responses divide:

• Deny closure: Rational belief is not agglomerative. But this seems to impugn deduc-
tive competence.

• Deny rationality of preface belief: The author should abandon some pi. But this
seems sceptical and psychologically unrealistic.

• Distinguish senses of belief: She believes each pi in one sense but not the other.

The settling view takes the third path, but with principled scope-relativity.
Each pi is settled within its own local inquiry Ii: the historical research, experiment, or

argument that produced it. Within Ii, S knows pi, so settling is permitted. The conjunction
P =

∧
pi, however, belongs to a different, global inquiry IG: the inquiry into whether the

book as a whole is error-free. Within IG, S does not know P . Indeed, she knows that books
of this length almost always contain errors — higher-order evidence that defeats safety for
the conjunctive method (inferring from many premises). So she ought not settle P in IG.

There is no contradiction, because settling is inquiry-relative. BelIi(pi) and ¬BelIG(P )

are compatible. Unrelativized talk of “what she believes” conflates scopes.
What about closure? I propose a restricted closure principle:

Single-Premise Closure (SPC): If S rationally settles p in I and competently
deduces q from p alone (where competence preserves safety), then S may ratio-
nally settle q in I (extended).

Multi-Premise Closure Fails: From BelI1(p1), ..., BelIn(pn) it does not follow
that BelIG(

∧
pi) is permitted, because risk aggregates and methods differ.

This is independently plausible. Deduction from a single known premise preserves safety:
if p is true in all close worlds and p |= q, then q is true in all close worlds. But deduction from
many premises compounds risk: each pi may be safe individually, but the conjunction may be
unsafe because in close worlds, different conjuncts fail. Formally,

∩
i Safe(pi) ̸⊆ Safe(

∧
pi)

when closeness is non-trivial.
Thus the author can be deductively competent — she respects SPC — while refusing

agglomeration. Her rationality consists precisely in recognizing the scope-shift between local
and global inquiry.

This resolves a long-standing embarrassment: how to be fallibilist without being logi-
cally incompetent. Answer: competence requires only single-premise closure; multi-premise
closure is an idealization no finite, fallible inquirer can satisfy.
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5. Stakes and Pragmatic Encroachment Without Encroachment

5.1 The Bank Cases
Hannah and Sarah consider whether the bank is open Saturday. In Low Stakes, little rides
on it; in High Stakes, a missed deposit means default. Intuition: Hannah may rationally act
on / believe the bank is open in Low but not High, despite identical evidence (memory of
past Saturday hours).

Pragmatic encroachers (Fantl & McGrath, Stanley, Ross & Schroeder) conclude knowl-
edge itself is stakes-sensitive: Hannah knows in Low but not High. Purists (Williamson,
Ichikawa) insist knowledge is stakes-invariant; stakes affect only action or confidence.

Both sides miss the inquiry-relativity of settling.
My proposal: knowledge is stakes-invariant. What is stakes-sensitive is whether one ought

to settle, because inquiries have different operative standards and practical mandates.
In Low Stakes, the relevant inquiry ILow has lenient standards for closure: treating p as

given is low-risk, so KNS permits settling on the basis of memory. In High Stakes, the relevant
inquiry IHigh is more demanding practically: even if Hannah knows p in the epistemic sense,
settling — treating p as given and not checking further — is practically irrational because
the cost of error dwarfs the cost of further inquiry.

Wait — does this violate KNS biconditional? If she knows, shouldn’t she settle? Here
we must distinguish two senses of “ought”:

• Epistemic ought: permitted by knowledge.
• Practical ought (all-things-considered): required given stakes.

KNS governs the epistemic ought. In High Stakes, Hannah epistemically may settle
(she knows), but practically ought not settle yet — she ought to keep inquiry open, gather
more evidence, double-check. Once she does and still knows, settling becomes practically
permitted.

More precisely, stakes affect which inquiry is relevant. High stakes mandate a more
stringent inquiry I∗ with higher safety demands (ruling out more distant worlds as “close”).
Relative to I∗’s standard, Hannah may not yet know. Relative to ILow’s standard, she does
know. Knowledge attributions are thus context-sensitive (as contextualists hold), but the
underlying knowledge relation is invariant: it is always safety relative to a standard. Stakes
select the standard via the question under discussion, not by infecting knowledge itself.

This yields a middle path:

• Against encroachers: stakes do not change whether your belief is safe, true, well-based.
They change whether you should close inquiry.

• Against purists: stakes do not merely affect action after belief. They affect whether
outright belief (settling) is rational at all, because belief is a practical commitment to
stop checking.
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In short: pragmatic encroachment on belief without pragmatic encroachment on knowl-
edge.

5.2 Doxastic Voluntarism Worries
If settling is a commitment, is it voluntary? Can we settle at will? No — and KNS explains
why. Commitments can be intentional without being voluntary in the objectionable sense.
You cannot settle p at will any more than you can promise at will to believe contradictions;
KNS forbids settling without knowledge, and knowledge is not at will. What is voluntary is
whether to inquire, how long to inquire, and which standards to employ. Once inquiry yields
knowledge, settling is rationally mandated; before it does, settling is forbidden.

This captures William James’s insight that passional nature affects when we close inquiry,
without licensing wishful thinking.

6. Fragmentation and the Unity of Mind

6.1 The Problem
We routinely believe contradictions across contexts. The physicist believes classical mechan-
ics for engineering purposes and quantum mechanics for research purposes. The commuter
believes the train is on time for planning but not for betting. Lewis’s Nassau Street case,
Stalnaker’s Hamlet, Egan’s fragmented rationality: all suggest belief is fragmented.

If belief is settling-relative-to-inquiry, fragmentation is expected, not pathological. Dif-
ferent inquiries have different premises treated as given. Unity is not a requirement of
rationality per se; coherence within an inquiry is.

But does this make the mind a mere heap of compartments? No. Inquiries are hierarchi-
cally organized. Local inquiries (I1, ..., In) answer to global inquiries (IG: what is true, what
to do all-things-considered). Rationality requires dispositions to integrate when inquiries
intersect — to reopen local settlements when global evidence emerges.

6.2 Weak Closure Preserved
Fragmentation threatens closure altogether. If S settles p in I1 and p |= q, but q belongs to
I2 where p is not treated as given, must S settle q?

My answer: closure holds within an inquiry (SPC), not across inquiries. Cross-inquiry
closure would require importing premises across contexts, which may import unsafety. Ra-
tional agents have a disposition to integrate — to merge inquiries when stakes demand it —
but integration is an achievement, not a given.

This predicts the Wason selection task and conjunction fallacy data: subjects reason
well within a familiar inquiry-frame (cheater-detection, frequency) but fail to transfer across
frames. That is not logical incompetence; it is fragmentation plus limited integrative capac-
ity. Education improves rationality not by raising credences but by training integration —
learning to reopen and merge inquiries.
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Consider:

• S settles p in I1 (engineering: bridge will hold).
• S settles ¬p in I2 (theoretical physics: model predicts failure under idealized assump-

tions).

Is S irrational? Only if I1 and I2 are in fact the same inquiry — i.e., if the idealizations
matter practically. If the engineer knows the idealizations do not affect safety margins,
keeping them separate is efficient, not irrational. Rationality is resource-bounded inquiry
management.

Thus the settling view vindicates a human-scale rationality: deductively competent
within questions, judicious about which questions to combine.

Objections and Replies
Objection 1: Belief without settling? Unconsidered beliefs (e.g., that Sydney is in
Australia) seem not to involve any active settling.

Reply: Settling need not be occurrent or deliberate. Most settling is tacit: you set-
tled long ago and retain the commitment dispositionally. Retention is continued settling.
Forgetting is un-settling.

Objection 2: Knowledge without belief? Radical cases (e.g., the chicken-sexer, the
blindsighted) suggest knowledge without settling-belief. Does KNS then mandate irrational
settling?

Reply: KNS mandates settling iff knowledge (with safe method). Chicken-sexers do know
(reliable method) but do not take themselves to know, so they suspend. This is excusable
but not fully rational — they ought to trust their ability. This matches Williamsonian
verdicts while explaining hesitation: higher-order doubt about whether one knows is itself a
reopening reason until resolved.

Objection 3: Sufficiency too strong? Lottery + knowledge-first contextualism might
allow knowledge of lottery loss in some contexts. Does KNS then permit believing lottery
propositions?

Reply: If contextualism is true and standards are low enough that statistical inference
counts as safe (e.g., no close win-worlds count as close), then settling is permitted — and
intuition shifts accordingly. When nothing rides on it and win-worlds are modally remote
(e.g., a 10-million ticket lottery yesterday), flat-out assertion (“your ticket lost”) does seem
permissible. KNS predicts this context-sensitivity correctly.

Objection 4: Circularity. Safety is defined in terms of what one would settle in close
worlds; settling is normed by safety. Vicious circle?

Reply: No. Safety quantifies over a descriptive disposition (would settle via M), while
KNS provides a norm for exercising that disposition. The disposition can be characterized
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functionally without invoking the norm, just as a heart can be characterized without invoking
health norms.

7. Conclusion: The Unity of Reason

I have argued that rational belief is settling inquiry, normed by knowledge. This single idea
unifies phenomena often treated separately: stability, lottery-sensitivity, preface rationality,
stakes-sensitivity, and fragmentation.

The deeper moral concerns the unity of reason. Purists separate epistemic rationality
(truth-aimed, stakes-free) from practical rationality (action-aimed, stakes-sensitive). Prag-
matists collapse the former into the latter. Both assume belief belongs exclusively to one
side.

Belief as settling belongs to both. It is epistemically normed (by knowledge) and practi-
cally constituted (as a commitment to act and reason). To believe rationally is to manage
inquiry well: to close when you know, to reopen when you learn you did not, to fragment
when efficiency demands, and to integrate when stakes demand.

Fallibilism does not require jitter, nor stability certainty. It requires only the virtue of
knowing when inquiry is done — for now, for these purposes — while remaining ready to
reopen. That virtue, I suggest, is rationality.

The knowledge-first program was right that knowledge is the central normative concept.
It was wrong to treat belief as the matter from which knowledge is made. Belief is not the
material of knowledge; it is its use. To know is to be positioned to settle; to believe rationally
is to settle where positioned. Epistemology, properly understood, is the theory of inquiry —
not merely of representation, but of responsible closure.
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