
The Price of Settling a Question*

Abstract

An inquiry can succeed before its answer becomes certain. It is tempting to recog-
nize this achievement by assigning successful inquiry an additional epistemic value,
alongside the value of increasingly accurate confidence. I argue that this proposal faces
a quantitative constraint. The value assigned to success, the width of the evidential
transition into success, and the value of improved confidence cannot be specified
independently. Even a continuous transition, including one generated by uncertainty
about the standard for success, can make free evidence worth avoiding. I derive a
bound on the largest success premium compatible with valuing information, show that
the bound is sharp for quadratic accuracy, and explain its bearing on attempts to escape
dogmatism by multiplying epistemic goods. The result supports a distinction between
categorical standards for answering questions and premiums attached to satisfying
those standards. A question can become answerable without a corresponding windfall
in expected epistemic value.

1 A reason to leave the envelope closed

A historian has enough evidence to settle a minor question about the date of a letter. Her
conclusion is reasonable, and she has no obligation to continue investigating. Before she
leaves the archive, an assistant offers her a newly found envelope. Its contents bear on the
date. Reading them would take no appreciable time, and they could slightly strengthen or
slightly weaken her case. The envelope might leave her in a better position to answer the
question. It might instead make suspension of judgment appropriate.

There is nothing puzzling about her declining because she has a train to catch. Nor
would it be puzzling if the envelope contained an unreliable allegation whose evidential
significance she could not assess. Set those possibilities aside. The evidence is competently
collected, its significance is understood, and reading introduces no distraction, forgetting,
or competing demand. Suppose she declines for this reason: she has already achieved
a successful inquiry, and she would rather preserve that achievement than expose it to
defeat. Her concern is entirely epistemic. She wants to remain in a position to give a
warranted answer.

This is a recognizable route to closed-mindedness. It also seems to arise from a rea-
sonable view of inquiry. Finding an answer matters. Someone who has settled a question
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has achieved something that someone still weighing the alternatives has not. If achieve-
ments possess value, their loss should count against the activities that threaten them. The
prospect of a little more evidence can then seem insufficient compensation for the risk of
reopening a settled question.

The problem has an established place in the debate about knowledge as the aim of
inquiry. Carter and Hawthorne (2024) argue that combining that aim with the possibility
of defeat threatens to recommend avoiding further evidence. Brown (2025) develops the
challenge and questions whether appeal to additional inquiries adequately answers it.
A different response gives a central role to improvements in degrees of belief. Beddor
(2024) argues that epistemic progress can continue beyond knowledge, because knowing
an answer need not make one’s confidence maximally accurate. These approaches identify
a real choice about how the value of categorical success should enter the evaluation of
further inquiry.

An attractive compromise seems available. Keep the value of success, but recognize
graded epistemic goods as well. The historian has something worth preserving, yet she
also has something to gain. On this pluralist proposal, the acquisition of knowledge or
a warranted answer earns a premium, while further improvement continues to increase
epistemic value. Whether the envelope is worth opening depends on the balance. The
proposal appears to preserve what motivates the knowledge account without requiring
the inquirer to regard everything beyond knowledge as worthless.

I will argue that this compromise is subject to a constraint that substantially limits its
appeal. Adding graded goods does not by itself remove the incentive to avoid information.
Nor does replacing a sharp boundary with a continuous transition. What matters is the
relation between the magnitude of the success premium and the width of the evidential
interval over which it becomes available. If the transition is sufficiently narrow, a fixed
positive premium generates information avoidance however smoothly the transition
occurs. The familiar discontinuity problem is one endpoint of a more general tradeoff.

Here is the result in informal terms. Suppose that below one evidential level the
inquirer receives none of the premium, while above a somewhat higher level she receives
all of it, conditional on her answer being true. Suppose also that the value of her remaining
epistemic goods varies smoothly across this interval. If free evidence is never to have
negative expected epistemic value, the premium must fit within a bound determined by
that background value. For quadratic accuracy, the largest permissible premium decreases
with the square of the interval’s width. There is thus no general strategy of preserving
an independently fixed prize for success and making its boundary just vague enough to
evade objections about discontinuity.

The argument has a close predecessor that is important to acknowledge. Pruss (2025a,b)
connects discontinuous epistemic rewards with the value of information and observes
that a reward at a threshold requires an appropriately matched penalty in error cases. I
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take the underlying convexity observation as a starting point. My concern is the case left
open when a theorist concedes continuity: how much gradualness is enough, whether a
small premium can always be absorbed by other goods, and what the answer implies for
the status of successful inquiry. The quantitative bound below addresses these questions
without requiring a particular shape for the transition.

The target is an axiological proposal, not the bare claim that inquiry has categorical
standards of success. A condition can determine whether an activity succeeds without
assigning success a fixed additional value. Moreover, claims about the aim of an activity
require interpretation before they yield a decision rule, as Friedman (2024) emphasizes. I
therefore will not infer a numerical theory of value directly from the phrase “knowledge
is the aim of inquiry.” The proposal under examination takes an additional step: it treats
successful settlement as a positively valued component of an outcome, distinct from the
graded goods already recognized. That step is natural, substantive, and open to criticism.

2 What a success premium adds

Consider an inquiry into whether p. Write q for the inquirer’s rational credence in p, and
let w be 1 when p is true and 0 when it is false. We focus on an evidential range in which
p is the leading answer. All values below concern the same question, evaluated at the
same time. Earlier effort, practical rewards, and the pleasure of finishing are held fixed.
The issue is what epistemic difference it makes to occupy one of the available concluding
positions.

The background value of a position may depend on both the inquirer’s confidence and
the truth. Write it as A(q, w). Its expected value, calculated using the confidence rational
at that position, is

G(q) = qA(q, 1) + (1 − q)A(q, 0). (1)

The distinction between A and G matters. A evaluates a position in a world. G evaluates
the prospect of occupying that position from its own evidential perspective. We will
compare inquiries by taking the prior expectation of the values of their possible outcomes.
Conditionalization then allows those comparisons to be expressed using G at the possible
posterior credences.

A useful example is quadratic accuracy, with value

A(q, w) = −(q − w)2, G(q) = q2 − q. (2)

An accurate certainty receives zero and an inaccurate certainty receives minus one. Inter-
mediate confidence receives an intermediate value. The negative sign simply makes larger
numbers better. Nothing depends on where zero is placed. The quadratic example makes
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the calculations transparent; the main bound applies to any convex background function
differentiable at the upper endpoint of the relevant interval.

Now add a success premium. Its fully realized magnitude is β > 0. In the simplest
case, the premium is received when the evidence warrants settling on p and p is true. An
unsupported true guess does not earn it. A warranted but false answer does not earn it
either. This is a factive premium, introduced to capture the added value of getting the
answer right in an epistemically adequate way.

Let f (q) record how fully the premium is available conditional on p being true. The
combined expected value is

V(q) = G(q) + βq f (q). (3)

The factor q is essential. We have not assumed that the inquirer can be certain she has
achieved a factive success while assigning positive probability to a false answer. Even
when f (q) = 1, her expected premium is βq, not β. This makes room for the possibility
that the inquiry has failed because the answer is false.

There are several interpretations of f . On a sharp threshold account, f (q) is zero below
a threshold and one above it. On a graded account of epistemic achievement, f increases
continuously as the inquirer approaches an adequate position. Alternatively, the standard
can be sharp while its location is uncertain. If the inquirer assigns a distribution to a
threshold T, and T is independent of the truth of p and of the contemplated signal, then
f (q) = P(T ≤ q). An ordinary probability of attaining a categorical status generates the
same formula as a degree of attaining a graded status. The argument does not identify
these interpretations; it applies to the expected value they share.

The central case allows any nondecreasing f satisfying, for some 0 < a < b < 1,

f (q) = 0 for q ≤ a, f (q) = 1 for q ≥ b. (4)

Between a and b, the function can be continuous, differentiable, or irregular. It may rise
quickly and then slowly, or slowly and then quickly. These details will not matter to the
necessary bound. The interval records how widely the onset of success is spread across
the available evidential positions. Under the uncertainty interpretation, it contains all the
candidate thresholds that the inquirer takes seriously.

This model does not analyze knowledge as sufficiently high credence. The distinction
is crucial. A probability can summarize the strength of evidence in a particular family of
cases without determining knowledge across all cases. A historian’s knowledge can differ
from a gambler’s at the same credence. The relevant hypothesis is local: within the family
being evaluated, the expected additional value of successful settlement has the profile in
(3) and (4). A theory of knowledge may reject that hypothesis. But a proposed repair of
dogmatism that introduces a factive premium near an evidential boundary needs to say
whether it has this profile, and if not, what takes its place.
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Nor does the model treat confidence as something the historian may freely select. Her
confidence is determined by her evidence. Changing q in a comparison means changing
the evidence she receives, with its proper effect on her outlook. She cannot earn the
premium by resolving to feel more certain. This separates the present issue from ordinary
objections to wishful thinking. The danger is a preference for a less informative inquiry
while responding impeccably to whatever evidence that inquiry provides.

There can also be a premium for correctly settling on ¬p. It is harmless to omit it when it
remains constant, or smoothly varying, throughout the evidential region in question. More
generally, other epistemic goods can be included in G to the extent that their expected value
has the stipulated regularity. The question is whether the particular premium represented
by βq f (q) can be added to that background without making some free evidence worth
avoiding. The answer depends on more than its being small.

3 Information and expected epistemic value

The condition I will use is deliberately restricted. An inquirer has a precise probability
model of a signal and knows that she will conditionalize on its observed value. The signal
is free, its uptake has no side effects, and it supplies no new options or rewards beyond its
evidential effect. In this setting, require that receiving the signal never have lower expected
epistemic value than receiving no further information. Call this information nonaversion.

This is an ex ante condition. It does not say that every actual piece of evidence improves
the inquirer’s position. A signal can be misleading. An accurate initial opinion may become
less accurate, and a warranted answer may become unwarranted. Nonaversion says that,
before learning which result occurs, the inquirer should not expect the collection and
proper use of the signal to make her epistemically worse off. It also permits indifference.
We need no assumption that every relevant inquiry is strictly valuable or that a person
must pursue every costless epistemic opportunity.

The familiar value of information results supply a model for this condition. Good
(1967) establishes the value of free evidence in a standard decision-theoretic setting, while
Blackwell (1953) relates informational comparisons between experiments to their decision
value. For epistemic applications, Oddie (1997) and Greaves and Wallace (2006) connect
updating with expected cognitive or epistemic value. Those results have assumptions;
they do not establish that information is beneficial under every possible conception of
evidence or rationality. The present argument stays within the transparent, finite-signal
setting just described.

Let a signal produce posterior credences q1, . . . , qn, with prior probabilities λ1, . . . , λn.
Conditionalization gives the averaging identity

q = ∑
i

λiqi. (5)
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By the law of total expectation, the expected epistemic value after the signal is ∑i λiV(qi).
Information nonaversion therefore requires

V

(
∑

i
λiqi

)
≤ ∑

i
λiV(qi). (6)

When all such finite signals are available, this is exactly convexity of V.
For completeness, the converse connection between averaging and feasible signals is

elementary. Given interior q and numbers satisfying (5), set

P(i | p) =
λiqi

q
, P(i | ¬p) =

λi(1 − qi)

1 − q
. (7)

Each column sums to one. The unconditional probability of result i is λi, and its posterior
probability for p is qi. Thus the convexity condition does not compare arbitrary imaginary
changes of mind. Its failures correspond to coherent experiments. For the result below we
need only a particularly simple family of experiments with two possible results.

A finite convex function is continuous at every interior point of its domain. This is
the basis of Pruss’s discontinuity objection. If the combined expected value jumps at an
interior threshold, some experiment must violate nonaversion. Notice that the relevant
continuity is continuity of expected value. A gain in true cases can be offset by a loss in
false cases. The condition does not require each world-relative component of value to vary
continuously.

The important question for the present proposal is what happens after the jump is
removed. Consider the quadratic background in (2). Suppose the success premium is
β = .001, and it becomes fully available somewhere between .94 and .96. Let the historian’s
current credence be .96. An experiment will leave her at .94 with probability 1/3 and at
.97 with probability 2/3. These outcomes average to .96, so the experiment is feasible. In
particular, its lower result can have conditional probabilities 47/144 given p and 1/2 given
¬p.

The experiment increases expected quadratic accuracy by .0002. Its effect on the pre-
mium goes the other way. Initially the expected premium is .00096. After the experiment
it is (2/3)(.001)(.97), approximately .0006467. The expected loss of premium is approxi-
mately .0003133, exceeding the accuracy gain. The net expected change is approximately
−.0001133. The historian should decline, if she ranks the inquiries by their combined
expected value.

No interior detail of f enters this calculation. Both possible results lie outside the
transition, as does the starting point at its upper endpoint. We can make f smooth
throughout the interval without altering any number in the comparison. We can instead
interpret it as the historian’s uncertainty over a sharp standard. That changes nothing
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either. A reward equal to one thousandth of the quadratic scale’s full range is already
enough to produce the incentive.

The case also makes clear why identifying some epistemic upside is insufficient. The
experiment has an upside even after all instrumental rewards are removed: it improves
expected accuracy. What fails is the quantitative claim that this gain can offset the premium
at risk. The proposed compromise requires a relation among the values it combines. It
cannot obtain that relation merely by insisting that all of them matter.

There is a practical analogue that helps locate the issue. If the archive pays the historian
a bonus for submitting a defensible conclusion, she may sensibly avoid evidence that
would force her to withdraw it. The payment changes what information can do to her
opportunities. An intrinsic epistemic premium can reproduce the structure of that incentive
without the archive paying anything. Calling the incentive epistemic does not show that it
is an appropriate basis for evaluating inquiry.

4 The bound on a success premium

The example admits a general explanation. Define

DG(a, b) = G(a)− G(b)− G′(b)(a − b). (8)

Geometrically, this is the distance between the background value at a and the tangent
to its graph at b, measured vertically. For convex G, it is nonnegative. It is a familiar
Bregman divergence; such divergences figure centrally in the theory of proper scoring
rules (Gneiting and Raftery, 2007). Here it measures how much room the background
value leaves for a success premium to become fully available between a and b.

Proposition 1. Suppose 0 < a < b < 1, G is convex and differentiable at b, and f satisfies (4). If
V(q) = G(q) + βq f (q) satisfies information nonaversion for every finite signal, then

βa ≤ DG(a, b). (9)

Proof. Information nonaversion requires V to be convex. For any c > b, convexity orders
its secant slopes:

V(b)− V(a)
b − a

≤ V(c)− V(b)
c − b

.

Since V(a) = G(a) and V(q) = G(q) + βq for q ≥ b, letting c decrease to b gives

G(b) + βb − G(a)
b − a

≤ G′(b) + β,

which is equivalent to (9).
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The proof uses only the endpoints of the transition and the background’s behavior just
above it. This explains why changing the shape of the transition cannot evade the bound.
Smoothing removes a discontinuity, but the premium still has to accumulate somewhere.
Once it has accumulated, its additional contribution becomes the linear term βq. If the
preceding accumulation was too rapid, expected value bends in the wrong direction at
some stage. That bend makes an appropriately chosen experiment unattractive.

We can exhibit the experiment directly. Start at b and set d = b − a. For a small h > 0
with b + h < 1, consider outcomes a and b + h, with probabilities h/(d + h) and d/(d + h).
Their average is b. The expected change in combined value is

∆V =
hG(a) + dG(b + h)

d + h
− G(b)− βah

d + h
. (10)

The first part is the background gain. The last term is the expected loss of premium.
Multiplying by (d + h)/h and letting h approach zero gives DG(a, b) − βa. If (9) fails
strictly, a sufficiently small positive h therefore supplies an actual two-result experiment
with negative expected value. The upper result is very likely and changes confidence only
slightly. The rarer lower result removes the premium. No certainty about one’s current
knowledge is needed for the calculation.

The bound has a particularly simple form when the background is quadratic. Then
DG(a, b) = (b − a)2, and consequently

β ≤ (b − a)2

a
. (11)

In the numerical case, the right-hand side is .0004/.94, approximately .0004255. The
proposed .001 premium exceeds it. More generally, if G is twice continuously differentiable
and G′′(q) ≤ M throughout [a, b], Taylor’s theorem gives

β ≤ M(b − a)2

2a
. (12)

With the region bounded away from zero and its background curvature bounded, shrinking
the transition forces the permissible premium toward zero quadratically.

This result sharpens the discontinuity objection in two respects. It applies when
there is no discontinuity at all. It also says how a proposed smooth repair must be
constrained. A theorist who assigns a fixed positive premium cannot independently
make the success boundary arbitrarily narrow while keeping the same background values.
Conversely, a theorist who insists on a narrow boundary must reduce the premium or
give the background sufficient curvature nearby. Merely assigning greater importance to
further improvement is not yet a specification of either change.
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The quantitative limit is exact for the quadratic background, in the following sense:
whenever (11) holds, some continuous nondecreasing transition satisfying (4) preserves
information nonaversion. It is useful to show this, because an impossibility result that
concealed a blanket objection to every success premium would overstate the case.

Let s be the unique number in (0, b) satisfying βs = (b − s)2. The bound ensures that
s ≥ a. Define

f (q) =


0, q ≤ s,

1 − (b − q)2

βq
, s < q < b,

1, q ≥ b.

(13)

This function is continuous and nondecreasing. In the middle interval, the combined
expected value becomes

V(q) = (2b + β − 1)q − b2.

It is a straight line joining the quadratic background at s to the background plus full
premium at b. The slope increases at s and matches the slope of the upper quadratic at b.
The resulting V is convex throughout. Thus it satisfies information nonaversion. Because
f is a continuous distribution function, this construction can also represent uncertainty
about the location of a categorical threshold.

There are two qualifications. The bound guarantees the existence of a suitable transi-
tion, not that every transition within the interval will work. And satisfying information
nonaversion does not make the combined world-relative value a proper scoring rule for
freely chosen reports. These are distinct constraints. The construction establishes precisely
what is needed here: the necessary limit on premiums is attainable when we evaluate
evidence-driven changes of confidence.

An informative feature of the bound is its indifference to the background’s linear
component. Replacing G(q) by G(q) + mq + k leaves DG(a, b) unchanged. It can make
the background rise much more steeply with confidence while doing nothing to cure
information avoidance. The reason is (5): linear gains and losses cancel in expectation.
Curvature, which determines the value of dispersing possible posterior opinions around
their prior mean, supplies the relevant compensation. A verbal appeal to the great value
of stronger evidence can obscure this distinction.

The dependence on curvature is not peculiar to quadratic accuracy. Consider logarith-
mic accuracy, whose expected value at an interior credence is

G(q) = q log q + (1 − q) log(1 − q).
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The corresponding bound is

βa ≤ a log
a
b
+ (1 − a) log

1 − a
1 − b

. (14)

The right-hand side is the relative entropy between the two Bernoulli distributions. Its
numerical size differs from that of the quadratic divergence, so the two backgrounds need
not agree about a particular premium and interval. Nevertheless, on any closed region
strictly inside (0, 1), logarithmic curvature is bounded. The same quadratic restriction on
sufficiently narrow transitions follows. The general issue concerns local information value,
not allegiance to a preferred formula for accuracy.

Nor can the restriction be dismissed as an artifact of the units in which epistemic value
is measured. Multiplying all values by a positive constant multiplies both β and DG(a, b)
by that constant. The inequality remains the same. Adding a constant to all outcomes
changes neither side. A theorist is free to disagree with the relative valuation of successful
settlement and improved confidence. But that disagreement concerns the substance of the
proposal, not its numerical representation. To vindicate a larger premium while keeping
the interval fixed, something about the underlying tradeoff must change.

5 How far the argument reaches

The result rules out a general repair strategy, rather than every theory that recognizes
more than one epistemic good. Suppose the initial source of dogmatism is a valuable
categorical achievement. One then adds improved accuracy, deeper confidence, or some
other graded good to explain why further evidence is worth collecting. If the added goods
have smoothly varying expected value, their sum supplies a new G. The bound applies
again. A finite collection of such goods with bounded curvature cannot absorb a fixed
positive premium across arbitrarily narrow success transitions. The possibility of further
epistemic benefit is not enough; its magnitude must satisfy the constraint.

Appealing to additional categorical achievements is different. Perhaps the historian
can acquire knowledge that she knows, or another item of knowledge altogether. These
achievements may indeed make a particular inquiry worth pursuing. The theorem does
not show otherwise. But their availability cannot be assumed to cure every problematic
experiment. A signal can affect the original answer without crossing another achievement
boundary. If the additional expected values are locally smooth, they belong in G; if they
are not, their interactions require a separate account. Multiplying valuable statuses is
therefore an invitation to specify the tradeoffs, rather than a general solution to them.

This bears on the debate identified in the introduction without simply repeating its fa-
miliar objections. The disagreement over further inquiries concerns whether the proposed
epistemic upside is always present. My argument allows that an upside is present. What it
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denies is that recognizing it guarantees the appropriate verdict. An inquirer can rationally
expect progress by one epistemic measure and still rationally avoid the evidence by the
proposed combined measure. To establish nonaversion, the pluralist must show why the
relevant goods fit together quantitatively.

Several restrictions deserve attention. First, the finite interval in (4) is substantive. If f
never reaches one before certainty, the proof cannot start at an interior point where the
premium is fully available. If it never reaches zero, a different bound is needed. Neither
possibility is absurd. An account on which the full value of epistemic success is approached
only asymptotically is a genuine alternative. But it changes the original proposal that an
ordinary, fallible achievement receives the whole premium. It puts some of that value
permanently beyond the fallible inquirer’s reach.

The use of endpoints can also be weakened. Suppose only that f (a) ≤ ε and f (b) ≥
1 − ε, while 0 ≤ f ≤ 1 elsewhere. In the experiment of (10), let λ = h/(d + h). The
premium’s contribution to expected change is at most

−βλa + βε(λa + b).

Consequently, if a fixed experiment yields a strictly negative result when the premium
is absent at a and full at b, sufficiently small departures from those endpoint values
preserve that result. The objection is not confined to literal zeroes and ones. Its force in
an approximate model depends on the size of the approximation relative to the negative
margin.

Second, the smoothness restriction on G cannot be dropped without replacement.
A background with very large curvature near the transition may sustain a substantial
premium. Equation (12) tells us the price: as the interval narrows, the background must
become increasingly responsive to precisely those changes of confidence. This can be a
principled proposal if there is an independent reason for that profile. It is less attractive
as a repair that simply locates whatever extra value is required wherever a preferred
boundary happens to lie. The original explanatory ambition was to reconcile independently
motivated goods.

Third, the argument evaluates a local family of epistemic situations through their
posterior probabilities. A change in evidence can also alter understanding, the reliability
of a method, one’s awareness of alternatives, or the safety of a belief while leaving its
probability unchanged. Such changes are not represented merely by varying q. The
theorem applies where the signal’s contribution to expected value is exhausted by the
specified profile. This limitation prevents a universal conclusion about knowledge. It
does not prevent a criticism of the success-premium model. Insisting that knowledge has
a richer structure is a reason to supply a richer model, and then examine its available
evidence transitions.
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The uncertainty interpretation makes this point especially clear. If a signal provides
evidence about the standard T as well as about p, then the same fixed f need not describe
the possible posterior positions. Our calculation assumes it does. This assumption is
appropriate when the historian’s uncertainty about what counts as enough evidence is
unaffected by learning a further mundane fact about the letter. It is inappropriate when the
envelope contains a methodological argument about standards of warrant. Distinguishing
these cases avoids treating every kind of higher-order information as probabilistically
inert.

Uncertainty about the standard also cannot serve as a general explanation of why
the premium is compatible with openness. Suppose the historian initially spreads her
probability over a relatively wide range of standards. A later discussion of historical
method narrows that uncertainty without changing her evidence about the particular letter.
She becomes better informed about what counts as settling such questions. If the premium
and background values remain the same, the permitted size of the premium decreases as
the interval narrows. An explanation that relied on a broad distribution of standards can
thus cease to work precisely when the historian understands those standards better.

This is not an argument that learning about standards must itself be bad. The value of
that learning includes changes that the fixed- f experiments do not represent. The point
concerns what should happen after it. A general vindication of openness must apply
across the evidential positions governed by the more precise assessment. If narrowing the
interval violates the bound, an inquirer at its upper endpoint should reject an ordinary
experiment according to the proposed axiology. Nothing guarantees that the historian
currently occupies that endpoint, but she could. The resulting permission to reject evidence
would belong to an inquirer whose uncertainty about the standard had been reduced.

One can block this development by holding that there is an irreducible spread in the
value of successful settlement, or a principled lower limit on how narrowly the standard
can be known. But the spread must be large enough relative to the premium; the mere
existence of some residual uncertainty does not suffice. Another response lets the premium
decrease as the standard becomes clearer. This satisfies the formal constraint only by
making the value attributed to the same kind of success depend on how uncertain the
inquirer is about its boundary. Such a dependence needs an explanation. It does not follow
simply from taking knowledge or warranted settlement to possess distinctive value.

Fourth, the assessment is synchronic in its object of value: it compares the epistemic
positions the inquirer will occupy at a common later time. If a theorist values the historical
event of having once answered correctly, that event is not undone by subsequent defeat.
Such a premium may leave no prize at risk. This is another real escape. It needs a different
explanation of why the historian should care about retaining her present warrant, however,
and a historical achievement cannot be counted again merely because a new inquiry
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verifies it. The proposal examined here values currently successful settlement, as the
imagined reason to preserve one’s answer requires.

Finally, information nonaversion is a normative premise rather than a theorem about
every kind of epistemic value. A defender of the premium may reject it and endorse the
historian’s refusal. That is coherent. It amounts to accepting that protecting a successful
position can be an epistemic reason to avoid relevant, competently processed evidence
even when no resource is saved. The theorem specifies when this commitment arises. It
does not transform a contested premise into a logical truth.

There is nonetheless a substantial reason to resist that commitment. The historian’s
activity is answerable to the date of the letter. The additional signal helps discriminate the
alternatives according to her own evidential model. If it calls for suspension, that response
registers something she has learned about the adequacy of her case. A policy that prefers
avoiding this possibility protects the classification of her inquiry as successful by limiting
its exposure to evidence. Such protection resembles preserving an entitlement to announce
a result more than improving the inquiry’s relation to its subject. The attraction of the
success premium should not make that consequence invisible.

This criticism leaves room for nonconsequentialist accounts of inquiry. Brown’s
situation-sensitive approach, for example, does not have to derive permissible check-
ing from a balance of terminal rewards. More generally, a norm can permit inquiry even
when a proposed value function ranks it lower. Such an approach rejects the decision-
theoretic repair under examination rather than supplying the missing compensation within
it. Nothing in the mathematics prevents that response.

6 Categorical answers without a windfall

The result might seem to leave us with a choice between information avoidance and a
picture on which no ordinary inquiry ever really succeeds. There is another possibility.
Categorical success can consist in giving a true answer that it is appropriate to give, while
the expected value of being in a position to answer varies continuously. The discontinuity
belongs to which response is warranted. It need not belong to the value of the evidential
situation as assessed before the truth is known.

An elementary model shows how this can work. Allow three responses to the question
whether p: affirm p, deny p, or suspend. Assign a correct categorical response value 1, an
incorrect response value −19, and suspension value 0. Their expected values at credence q
are respectively

20q − 19, 1 − 20q, 0. (15)

Affirmation is uniquely best above .95, denial below .05, and suspension between these
values. At each boundary, the adjoining responses tie. These numbers illustrate a structure
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rather than propose a universal standard for belief. Different relative weights generate
different boundaries.

The expected value of responding appropriately is

H(q) = max{20q − 19, 1 − 20q, 0}. (16)

This function is continuous and convex, being the maximum of three affine functions. A
categorical response becomes warranted at a precise point, yet no extra expected value
appears all at once. Above the threshold, greater support progressively increases the
expected advantage of answering over suspending. Adding the quadratic background
gives the equally convex function G + H. Free information therefore retains nonnegative
expected value, and nontrivial signals strictly improve its quadratic component.

The use of epistemic utilities to explain thresholds for outright belief is established,
notably in Dorst (2019). I am not offering the three-response model as a new theory of
belief. Its role is to identify what a successful alternative must avoid. The model derives
the boundary from an indifference between available responses. The premium model first
identifies an evidential boundary and then adds a reward for crossing it. These procedures
need not produce the same ordering of inquiries.

The requirement that the boundary and the values match can be stated without as-
suming in advance that the appropriate response maximizes expected value. Suppose
a norm requires suspension just below t and affirmation just above it. Let the move to
affirmation add value r > 0 when p is true and subtract value k > 0 when it is false,
relative to suspension. Assume these quantities are fixed near t. The expected response
value immediately above the boundary approaches tr − (1− t)k, while immediately below
it approaches zero. Any continuous background leaves this difference intact. Information
nonaversion therefore requires

tr = (1 − t)k, equivalently t =
k

r + k
. (17)

The indifference point must coincide with the normative threshold if this sharp response
change is to preserve the value of information. If the prescribed threshold is higher, the
expected value jumps upward when the norm permits affirmation. If it is lower, the ex-
pected value jumps downward. Either discontinuity creates an information problem. This
is the balance condition behind the familiar response model, now viewed as a restriction
on independently specified norms and values.

One cannot therefore solve the problem just by describing false answers as bad. Their
disvalue must bear the right relation to the value of correct answers at the relevant
boundary. Similarly, recognizing a value of successful inquiry does not establish that it
should be represented by an additional component independent of the value of the answer
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and its vulnerability to error. The constraint directs our attention to the whole comparison
between answering and suspending. It leaves considerable freedom about the appropriate
weights, but excludes combinations that reward avoiding evidence merely because the
norm and the valuation were fixed separately.

The difference is visible in the historian’s experiment. At .96, the value of an appropriate
categorical response in (16) is .2. After the experiment, it is zero at .94 and .4 at .97, giving
an expectation of approximately .2667. The possibility of having to suspend is fully
recognized. It is balanced by an improved position to affirm in the other branch. The
balance works because the penalty for an erroneous affirmation helped determine the
threshold in the first place. It is not an extra benefit introduced after the threshold has been
fixed.

This also explains why categorical distinctions can remain valuable. In a true world,
crossing into affirmation changes response value from zero to one. In a false world
it changes response value from zero to minus nineteen. At .95, these changes cancel
in expectation. The inquirer who gives a correct, warranted answer has achieved a
success; the theorist need not describe her achievement as merely an approximation to an
answer. Yet she should not infer from that achievement that further evidence threatens an
uncompensated epistemic asset.

The false-world penalty has a natural explanation in this model: it is the cost of taking
a false answer as settled rather than leaving the question open. A corresponding penalty at
every proposed knowledge boundary is harder to assume without argument. If a person
continues to believe the same false proposition on both sides of an alleged knowledge
threshold, what new error has she committed exactly when her evidence would have
become sufficient for knowledge had the proposition been true? Pruss’s discussion brings
out this question. Our bound shows that allowing a gradual transition does not remove
the need to explain the resulting pattern of values.

There is no requirement that the relative weight of correct answers and errors be
settled by purely practical stakes. The model can represent epistemic priorities concerning
informativeness and error. Nor does it establish that knowledge is exhausted by choosing
the response with the greatest expected score. A knowledge theorist can impose additional
conditions on the relation between a response and the world. What the model establishes
is a more modest compatibility claim: precise categorical standards, the value of correct
answers, and openness to free evidence can coexist. They do not require a net premium
for attaining a separately specified evidential standing.

This distinction helps with the ordinary language of successful inquiry. Suppose one
consults a reliable record to determine the day of a meeting and correctly settles on Tuesday.
The inquiry can have succeeded even though a second record might slightly improve one’s
confidence. Its successful completion consists in obtaining a warranted answer to the
question posed. Whether an additional check would be beneficial is a further evaluative
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matter. Describing the first inquiry as successful need not assert that every epistemically
valuable feature of the resulting position is already maximal.

The same distinction explains the difference between a permissible stopping point and
an epistemic reason to avoid information. A person may have done enough to answer and
have no obligation to undertake another investigation. Ordinary investigations consume
time and attention. Other questions matter too. None of this licenses ranking a free,
properly understood signal below no signal merely to preserve the status already obtained.
Sufficient grounds for an answer determine what one may conclude; the marginal value of
further evidence determines what an optional continuation would contribute.

There remains room for a defensible success premium of the kind permitted by (11). I
do not claim that its value must always be zero. But such a premium must be integrated
with the surrounding epistemic goods. It cannot retain an independently fixed magnitude
under every sharpening of the relevant boundary. A view that accepts this constraint offers
a substantive pluralist theory. A view that simply adds “and success itself is valuable” has
not yet explained why the resulting theory respects inquiry.

7 Success and the value of continuing

The problem with a prize for settling a question is not exhausted by the possibility of a
sharp discontinuity. A gradual transition can still make evidence worth avoiding. What
matters is how quickly the extra value becomes available relative to the background value
of evidential improvement. The bound βa ≤ DG(a, b) makes that dependence explicit.
For quadratic accuracy it is both necessary and sufficient for the existence of a suitable
continuous transition. With bounded background curvature, the premium that can be
accommodated shrinks quadratically as the transition narrows.

This puts a limit on attempts to reconcile a categorical picture of successful inquiry with
openness to evidence simply by recognizing additional epistemic goods. The additional
goods must have the right comparative structure. Greater accuracy can be valuable and an
informative experiment can improve it in expectation, while the proposed total value still
recommends leaving the envelope closed. Uncertainty about the standard for success does
not automatically remove the problem.

The alternative developed here preserves categorical answers while locating their
thresholds at points where the competing responses have equal expected value. On that
picture, a correct answer can constitute a successful inquiry, and a better evidential position
can remain worth attaining. The historian need not choose between denying that she
has answered her question and protecting her answer from further evidence. She can
acknowledge the achievement without treating its preservation as a standing claim against
learning more.
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