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Abstract

Theories of default reasoning aim to accommodate defeasible inferences
like the one from “Tweety is a bird” to “Tweety flies.” In this paper, I point
out that, by enabling default rules to be cumulatively linked, standard such
theories (such as Horty’s influential framework) problematically license in-
ferences like the one from “Tweety is a bird” to “Tweety is not a penguin.”
I argue that this is a general and serious problem.
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Theories of default reasoning, such as that developed by Horty (2007a, 2007b,

2012), are motivated by plausible considerations such as the following;:

If we are told only that Tweety is a bird, it is natural to conclude that
Tweety is able to fly; our everyday reasoning seems to be governed
by a default according to which birds, as a rule, can fly (Horty 2007b,
367).

In this paper, I show that standard theories of default reasoning accommodate
these sorts of considerations only at the expense of denying plausible consider-

ations of the following sort:

If we are told only that Tweety is a bird, it is not natural to conclude
that Tweety is not a penguin; our everyday reasoning does not seem
to be governed by a default according to which birds, as a rule, are
not penguins.

The core issue has to do with the fact that standard theories of default reasoning
permit the cumulative chaining of default rules. To illustrate the issue, I focus

here on Horty’s development of defaultlogic as it is one of the most sophisticated



and well-developed theories of default reasoning. However, the problem is a
general one that applies to the vast majority of theories of default reasoning.
Let me briefly lay out Horty’s approach. On Horty’s model, a default theory
enables an agent to take their set of beliefs ‘W and arrive at an extended set of
beliefs, &, which, intuitively, is the set W closed under defeasible implication.
Officially, a default theory is a triple (W, D, <), where ‘W is a set of propositions
codifying the information that is given to an agent, D is a set of default rules
enabling that agent to defeasibly reason from that information, and < is a strict
partial ordering on O codifying priority relations between defaults, the role of
which is to be explicated below. In order to determine how the agent is to
reason from ‘W, we need to determine the specific set of defaults S € D whose
conclusions the agent is to accept. If the agent’s default theory is consistent,
there will be only one such set, and this will be the set of defaults S C D that
is stable, such that all of and only the defaults in S are binding, relative to S.!
Defining the notion of a binding default is then the key task of Horty’s theory.
According to Horty, the set of defaults that are binding, relative to a set of
defaults S, is the set of defaults that are triggered by S and neither conflicted nor
defeated by S. Let me define these three notions in turn. A default 6 € D is
triggered by a set of defaults S just in case ‘W along with the set of conclusions

of S entails the premise of 0. That is:

triggered(S) = {6 € D : W U conclusion(S) + premise(0)}

A default 6 € D is conflicted by a set of defaults S just in case ‘W along with the

set of conclusions of S entails the negation of the conclusion of 6. That is:

Now, it is possible, in cases where there are conflicting default rules, that there is more than
one stable set of defaults, but, since such cases will not arise here, we will suppose that there will
always be a unique such set.



conflicted(S) = {6 € D : W U conclusion(S) + —conclusion()}

A default 6 is defeated by a set of defaults S just in case S triggers a default &’
that has higher priority than 6 and a conclusion that entails the negation of the

conclusion of 6. That is:

defeated(S) = {6 € D : such that there is a ¢’ € triggered(S) such that
1) o’ >od6and
(2) ‘W U {conclusion(0”)} + —conclusion(5)}
So, once again, the set of defaults that are binding, relative to a set of defaults S,

is the set of defaults that are triggered by S and neither conflicted nor defeated
by S. That is:

binding(S) = {6 € D : such that
(1) 0 € triggered(S)
(2) 0 ¢ conflicted(S)
(3) 0 ¢ defeated(S))}
A set of defaults § is stable just in case S = binding(S). Where S is a stable set of
defaults, the extension & of the set of beliefs W is straightforwardly determined
as follows, where Th(X) indicates the closure of a set of propositions X under

entailment:

& = Th(‘W U Conclusion(S))

This amounts to a closure of ‘W not only under entailment, but under defeasible
implication as well.

To see how Horty’s default logic is supposed to apply to the case of Tweety,
consider the following set of relations, where a double arrow indicates an en-
tailment, a regular arrow indicates a default rule, and a struck-through arrow

indicates a default rule to the negation of the proposition that the arrow goes to:
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We suppose here that 5, > 61 on account of 0,’s being more specific than 6.
Now, suppose first that ‘W = {penguin}. 0; and 6, are both triggered in this
case. However, since 6, > 01, conclusion(d,) = —(flies), conclusion(61) = flies, and
{penguin} U {—(flies)} + —(flies), 6; is defeated. &;, on the other hand, is not de-
feated. Thus, the only stable set of defaults is {02}. Taking Th(‘W Uconclusion(5;)),
we get {penguin, bird, = (flies)}, along with all the logical consequences of these
sentences. Now suppose that ‘W = {bird}. In this case, only 6, is triggered.
Since 0; is neither conflicted nor defeated, the only stable set is {61}. Taking
Th('W U conclusion(61)), we get {bird, flies}, along with all of the logical conse-
quences of this set. This, it seems, is all well and good. However, there is a
problem hiding here.

As a general rule, if something flies, then it’s not a penguin. So, in any case
of this sort, there is an additional default rule at play.2 The full diagram looks

like the following:

2One might also opt to treat the inference from flies to —(penguin) as a strict entailment.
In both cases one gets the same result. Note also that 03 might be treated as derived from
01 by contraposition. However, I treat it here as primitive, as contraposition might be called
into question in contexts of defeasible reasoning, and it’s clearly independently plausible that
something’s flying is at least a defeasible reason to think that it’s not a penguin.
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Letting ‘W = {bird} again and considering the possible sets of defaults, we see
that, since 0, is triggered, relative to @, 03 is triggered, relative to {61}, and
neither 61 nor 63 is conflicted or defeated relative to {01, 03}, the stable set here
is {61, 03}. Taking Th(W U conclusion({01, 63})) to arrive at the extension of ‘W,
we get {bird, flies, =(penguin)}, along with all of the logical consequences of
this set. Thus, an agent who believes that something’s a bird should, according
to this model, extend their beliefs to include the belief that this thing’s not a
penguin. But this doesn’t seem right. One should not reason from the belief that
something’s a bird to the belief that it’s not a penguin. Something’s being a bird
is not, by itself, a reason to think that it's not a penguin.® This is so even though
someone’s being a bird is a reason to think that it flies, and something’s being
a bird along with its being such that it flies is a reason to think that it’s not a
penguin. In general, though something’s being a kind K is generally a reason to
think that it has a characteristic feature F, and something’s being kind K along

with its having characteristic feature F is a reason to think it’s not an exceptional

8 According to Horty’s (2012) official theory of reasons, it seems that this is what we should say.
On Horty’s official definition of reasons, ¢ is a reason for ¢, in the context of a default theory
A, just in case there is some triggered default of the form ¢ — 1 in the stable set S based on A.
Since there’s no default going directly from bird to ~(penguin), the former is not a reason for the
latter, on this official definition. However, though bird is not officially a reason for —(penguin)
according to Horty’s official definition, it’s hard to see how, according to Horty’s actual default
theory, bird could not be a reason for =(penguin), for the theory tells us that we can conclude
—(penguin) from bird.



subkind K’ (which doesn’t have characteristic feature F), something’s being a K
is not, by itself, a reason to think that it's not a K.

Now, if one considers just this particular case, one might think that this
result is not so bad. Perhaps, upon being told that Tweety is a bird, we do
have a default reason to think that Tweety is not a penguin. After all, penguins
are rather unusual birds. However, variants on this case yield results that are
much more clearly unacceptable. Consider, for instance, a case in which I tell
you that I have a pet fish named Frank. Given just this information, you have a
default reason to think that Frank can’t walk on land. After all, fish, as a general
rule, can’t walk on land. Now, a fish that cannot walk on land, as a general
rule, is not a mudskipper (an unusual kind of amphibious fish that can walk on
land). Given this, by the same machinery demonstrated above, Horty’s default
framework enables one to infer from the claim that Frank’s a fish to the claim that
Frank’s not a mudskipper. But here’s the thing: Mudskippers are not particularly
uncommon pet fish, no less common than, say, archerfish. Just as, upon learning
that I have a pet fish named Frank, you have no reason to conclude that Frank’s
not an archerfish, you likewise have no reason to conclude that Frank’s not a
mudskipper. Similar examples of this sort abound.*

The core issue here has to do with the fact that, though standard theories of
default reasoning invalidate the principle of Monotonicity:

Py
PrX Y
*These examples show directly what is wrong with understanding defeasible reasoning in
terms of a simple threshold probability approach of the sort proposed by Adams (1965) in the
context of conditionals. Even if we know that there are equal numbers of eight different colors of
skittles in a bag, so the probability of a skittle not being blue is quite low, there’s no reason to infer
from “A skittle is pulled out of the bag” to “The skittle is not blue.” Default logic might seem

to avoid this issue in virtue of taking default rules as primitive rather than given by conditional
probabilities. However, as we’ve now seen, this issue is in fact not avoided.




they nevertheless validate the principle of Cumulative Transitivity:
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However, standard examples of failures of Monotonicity in default reasoning

also yield intuitive failures of Cumulative Transitivity. In particular let

1. ¢ be the claim that something a is an instance of kind K
2. ¢ be the claim that 4 has feature F, which Ks characteristically have.

3. x be the claim that a is not an instance of kind K’, a subkind of K that
characteristically does not have feature F

Generally, there will be a licit inference from ¢ to 1, and a licit inference from ¢
along with 1) to x, but the inference from ¢ to x will be intuitively illicit. Standard
non-monotonic logics are unable to accommodate this inference pattern.
Though I've shown how this is a problem for Horty’s version of non-
monotonic logic, it is not just a problem for Horty. Many of the central frame-
works in non-monotonic logic yield a consequence relation that is, though non-
monotonic, nevertheless cumulatively transitive. This includes not just Reiter’s
(1980) version of default logic on which Horty draws, but also the preferential
models approach of Kraus, Lehmann, and Magidor (1990) which is generalized
by Arieli and Avron (2000), Pearl’s (1989) probabilistic approach, and various
other non-standard approaches to non-monotonic logic, such as the dynamic
approach of Veltman (1996). While some approaches that have been proposed
in the literature fail to validate Cumulative Transitivity (for instance, certain
probabilistic approaches), this is often regarded as a serious problem with such
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approaches, calling for revision.> Thus, it is often advertised as a virtue of a

5See, for instance, Strasser and Antonelli (2024, 3.6.1)



non-monotonic logic that, though it lets go of Monotonicity, it holds onto Cumu-
lative Transitivity and various other structural rules that we’ve come to expect
of a logic.® I hope to have called into question whether imposing even this
seemingly minimal bit of structure when modeling defeasible reasoning is in
fact a virtue.”

Now, at the other extreme, one recent approach to non-monotonic logic
which is exceptional in not validating Cumulative Transitivity is the radically
substructural inferentialist approach proposed by Brandom (2018), developed by
Hlobil (2016, 2017) and Kaplan (2018, 2022), and recently put forward in Hlo-
bil and Brandom'’s (2024) Reasons for Logic, Logic for Reasons. Unlike standard
approaches to non-monotonic logic, which validate a number of restricted Tran-
sitivity and Monotonicity principles, Hlobil and Brandom’s proposed system
does not impose any structure on the basic set of defeasible reason relations.® In
his review of Hlobil and Brandom’s book, Horty (2026) notes that Hlobil and
Brandom’s approach doesn’t validate Cumulative Transitivity, and describes
this lack of structure as an “unsettling feature” of the logic. Rather than thinking
of the reason relations grasped by speakers as derived from a set of basic reason
relations along with defeat conditions and rules for reasoning about defeat, as is

standard in the literature on defeasible reasoning, Hlobil and Brandom simply

See Gabbay (1985) and Makinson (1989) for early influential statements of Cumulative Tran-
sitivity as a non-negotiable feature of a non-monotonic logic.

’Such questioning is not unprecedented. Nair (2017) notably suggests that good reasoning
might not satisfy Cumulative Transitivity. However, his only positive motivation involves cer-
tain puzzles in epistemology concerning complex reasoning. In this way, it is similar to recent
developments of approaches to semantic paradox that reject Cut (e.g. Ripley (2013), Carter (forth-
coming)). By contrast, the challenge presented here arises from simple examples involving just
the kinds of cases that motivate theories of default reasoning in the first place.

8More carefully, no structure is imposed with the exception of the structure involved simply
in treating premises and conclusions as sets. Thus, Hlobil and Brandom’s framework validates
the structural rules of Permutation, Contraction, and Expansion. However, they consider drop-
ping Contraction and Expansion as well (230-237), and Kaplan’s (2022) preferred version of the
framework does not validate even Contraction or Expansion.



take the vast set of defeasible reason relations between sets of atomic sentences
of a language as primitive. While this avoids counter-examples of the sort dis-
cussed here, it comes at the cost of suggesting a psychologically implausible
theory of our knowledge of defeasible reason relations, according to which we
know whether each possible relation obtains or does not obtain in a piecemeal
manner rather than through general principles.’

We might conclude, then, with the following dilemma. On the one hand,
it seems clear that we often do reason from some defeasible reason relations to
others, and this seems to rely on some structural principles for moving from
some defeasible inferences to others. Indeed, without such principles implicitly
at play in our reasoning, it is hard to see how we could grasp the vast set of
defeasible inferential relations that we do. On the other hand, as the examples
here have shown, even the most basic principles for inferring defeasible reason
relations from others, such as Cumulative Transitivity, seem themselves to admit
of exceptions. I am not aware of a theory in the vast literature on defeasible
reasoning that avoids both horns of this dilemma, nor is it obvious what shape
such a theory would take. However, it seems to me that one promising possibility
might be to acknowledge that the structural principles governing defeasible
inferences must be held with the same tentativeness of the first-order defeasible
inferences they govern. The task, then, would be to explain the conditions under

which such principles hold and why they fail when they do.
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